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Abstract

The current Internet infrastructure is designed for reliable transfer of data. Over the past few years, it has had trouble adapting to the new generation of multimedia applications that require stringent QoS guarantees. This paper explores various new architectures that strive to provide native support for multimedia Internet traffic. IPv6 and Multiprotocol Label Switching (MPLS) are network protocols which provide differentiated classes of service by classifying packets into flows and equivalence classes respectively. Routing Architecture proposals such as New Internet Routing Architecture (NIRA) and Content Routing Support Architecture give a new dimension to the Next Generation Internet routing, enabling the internet to guarantee QoS for multimedia. The Forwarding directive, Association, and Rendezvous Architecture (FARA) explores the design of an abstract top down architectural model. The Virtual Internet Architecture model provides a potential strategy for addressing the ossification of the Internet. The Non-layered Architecture design proposals, namely Flexible Protocol Stacks and Role-Based Architecture (RBA) give a new shape to the Internet architecture by replacing the large monolithic OSI protocol layers with smaller functional units.
1. Introduction

The Internet traffic has been growing exponentially during the recent years mainly due to the proliferation of new multimedia applications. The evolving requirements of multimedia applications pose great challenges to the current Internet architecture. There have been incremental solutions and modifications to the current architecture which may serve a valuable short-term purpose but significantly impair the long-term flexibility, reliability and manageability of the Internet.

The current Internet infrastructure and protocols are designed for reliability which gets in the way in multimedia applications.  Also, the current Internet is a best-effort service, which means it offers no QoS guarantees.  Network conditions such as bandwidth, packet-loss ratio, delay, and delay jitter can all differ from time to time.  Certain multimedia applications have strict service requirements such as explicit delay bounds and limits on packet-loss rates.  These requirements may not be met by the best-effort service.  In addition, the current Internet has an egalitarian nature in that it treats all packets as equal.  This is not ideal for multimedia, because ‘packet classification’ is one of the key principles for providing QoS for multimedia applications.
There exist high bandwidth networks that allow for multimedia transmission. However, despite the availability of high bandwidth networks, congestion still exists and there are no guarantees that there will be no bottleneck links.  There are some protocols in place for providing QoS guarantees for multimedia applications such as Integrated Services (IntServ) and Differentiated Services (DiffServ).  There also exist protocols to govern multimedia transmission, such as Real Time Protocol (RTP) and Real Time Control Protocol (RTCP).  But these solutions to support multimedia are not nearly enough to give us the full capabilities of multimedia applications.  
This paper presents various new architectures that strive to provide native support for multimedia Internet traffic. We discuss how new Internet protocols such as IPv6, MPLS, NIRA, FARA, Virtual Internet Architecture and Non-layered Architectures attempt to support multimedia natively.
2. IPv6 Support for Multimedia Traffic

The current Internet traffic consists of data, voice and multimedia packets. Most multimedia applications have specific Quality of Service requirements. Application domains such as IP telephony require certain guarantees since they are Real-Time-Intolerant in nature. There are various application and network layer protocols which enable a network provider or the underlying network to guarantee the requested QoS to the application [4].

The IPv4 protocol lacks features which would enable the network to provide multimedia applications with differentiated classes of service. IPv4 does provide a Type of Service field (TOS) which can be used to mark packets into different classes. A router could possibly offer an application a differentiated level of service based on the packets’ TOS field. However, this field is ignored by almost all routers.

The IPv6 header includes a 20 bit field called the Flow Label which adds flow labeling capability to IPv6. The flow label field allows an IPv6 host to label a sequence of packets for which the host requires special handling by the intermediate routers. This enables the host to request specific QoS from the IPv6 network for the labeled packets [1].

The IPv6 flow label field can be used to identify to the network a sequence of packets that needs special handling beyond the best-effort service provided by the current Internet. Flow-based routing could give packet-switched networks some of the deterministic characteristics which are associated with connection-oriented switching technology. Multimedia applications could be assigned a flow label that tells routers they need guarantees on the specified QoS parameters such as end-to-end delay. IPv6 thus paves the way for native support for multimedia applications at the network level [1, 3].
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The IPv6 flow label field is a 20-bit pseudo-random number.  Packets from the same source address having the same flow label share the same destination address. Therefore, the flow label combined with the source address uniquely identifies a flow.  The idea behind the flow label field is to provide flow-specific QoS using IntServ.  The intermediate routers from the source to the destination keep reservation states for the flows. The flow label thus provides an easy identification of related packet streams [1, 2, 3].

The IPv6 specification introduced and defined the semantics and usage of the flow label field. The flow label value enables the IPv6 router to classify the packets into different flows and process the flows as per the QoS requirements of the traffic thus providing native QoS support for multimedia applications [4].

3. Multiprotocol Label Switching (MPLS) 

Multiprotocol label switching (MPLS) [5] is a versatile solution to address the problems faced by present-day networks-speed, scalability, quality-of-service (QoS) management, and traffic engineering. It is an Internet Engineering Task Force (IETF)-specified framework that provides for the efficient designation, routing, forwarding, and switching of traffic flows through the network.

In MPLS, data transmission occurs on label-switched paths (LSPs). LSPs are a sequence of labels at each and every node along the path from the source to the destination. LSPs are established either prior to data transmission (control driven) or upon detection of a certain flow of data (data-driven). The labels, which are underlying protocol-specific identifiers, are distributed using label distribution protocol (LDP) or RSVP or piggybacked on routing protocols like border gateway protocol (BGP) and OSPF. Each data packet encapsulates and carries the labels during their journey from source to destination. High-speed switching of data is possible because the fixed length labels are inserted at the very beginning of the packet or cell and can be used by hardware to switch packets quickly between links.

3.1 Forward Equivalence Class (FEC)

The forward equivalence class is a representation of a group of packets that share the same requirements for their transport. All packets in such a group are provided the same treatment en route to the destination. In MPLS, the assignment of a particular packet to a particular FEC is done just once, as the packet enters the network. FECs are based on service requirements for a given set of packets or simply for an address prefix. Each LSR builds a table to specify how a packet must be forwarded. This table, called a label information base (LIB), is comprised of FEC-to-label bindings.

3.2 MPLS Operation 

The following steps must be taken for a data packet to travel through an MPLS domain.

1. label creation and distribution

2. table creation at each router

3. label-switched path creation

4. label insertion/table lookup

5. packet forwarding

The source sends its data to the destination. In an MPLS domain, not all of the source traffic is necessarily transported through the same path. Depending on the traffic characteristics, different LSPs could be created for packets with different CoS requirements.

[image: image1.png]


 

Figure 2: LSP Creation and Packet Forwarding

3.3 MPLS & multimedia

MPLS supports QoS and CoS for service differentiation by way of:

· Traffic Engineered path setup

· Constraint-based routing (CR)

3.3.1 Traffic Engineering

Traffic engineering is a process that enhances overall network utilization by attempting to create a uniform or differentiated distribution of traffic throughout the network. An important result of this process is the avoidance of congestion on any one path. It is important to note that traffic engineering does not necessarily select the shortest path between two devices. It is possible that, for two packet data flows, the packets may traverse completely different paths even though their originating node and the final destination node are the same. This way, the less exposed or less-used network segments can be used and differentiated services can be provided.

In MPLS, traffic engineering is inherently provided using explicitly routed paths. The LSPs are created independently, specifying different paths that are based on user-defined policies. However, this may require extensive operator intervention. RSVP and CR-LDP are two possible approaches to supply dynamic traffic engineering and QoS in MPLS.

3.3.2 Constraint-based routing (CR)

Constraint-based routing (CR) takes into account parameters, such as link characteristics (bandwidth, delay etc.), hop count, and QoS. The LSPs that are established could be CR-LSPs, where the constraints could be explicit hops or QoS requirements. Explicit hops dictate which path is to be taken. QoS requirements dictate which links and queuing or scheduling mechanisms are to be employed for the flow. When using CR, it is entirely possible that a longer (in terms of cost) but less loaded path is selected. However, while CR increases network utilization, it adds more complexity to routing calculations, as the path selected must satisfy the QoS requirements of the LSP. CR can be used in conjunction with MPLS to set up LSPs. The IETF has defined a CR-LDP component to facilitate constraint-based routes.

4. New Internet Routing Architecture (NIRA)

In today's Internet, users can pick their own ISPs, but once the packets have entered the network, the users have no control over the over-all routes their packets take. If user has the ability to choose the sequence of Internet service providers a packet traverses, new ISPs would enter the market with enhanced QoS offering, and a set of ISPs might in time team up to make enhanced QoS widely available, which makes multimedia over Internet proficient. 

In this section, we discuss the design of a New Internet Routing Architecture [10]  – an architecture that is designed to give a user the ability to choose a domain-level route.

4.1 NIRA Network Model

NIRA's addressing and route representation scheme relies on the policy-level structure of the Internet. A domain decides whether it will provide transit services between a pair of its neighboring domains, or for certain address pre fixes, based on its business relationships with other domains. In a typical domain-level route, a packet sent by an end user is first pushed up along its provider chain, and then flows down along the receiver's provider chain.  Typical routes in NIRA can be represented by a pair of source and destination addresses. Each of these routes consists of two route segments. One route segment is the chain of the providers that allocate the source address; the other is the provider chain that allocates the destination address. 

4.2 Scalable Route Discovery

NIRA provides two infrastructure services to assist route discovery.

· Topology Information Propagation Protocol (TIPP)

· Name-to-Route Resolution Service (NRRS)

4.2.1 Topology Information Propagation Protocol 

TIPP propagates to a user his inter-domain addresses, the route segments associated with these addresses, and possibly other information on domains that provide transit service for the user. The propagation and formation of TIPP messages are subject to policy constraints. Only messages related to domains on a user's providers are propagated to the user, and therefore, the bandwidth overhead is kept low and the number of states maintained by a user is small. Basic TIPP messages do not include information about the dynamic conditions of interconnections.
4.2.2 Name-to-Route Resolution Service 

A user can utilize NRRS to discover other user's route segments.  NRRS is designed as a distributed name lookup service. A user stores his route segments at a designated server, called the “route server”. A resolver is hard-coded with the route segments of the roots and a user is hard-coded with the route segments of his resolvers.

4.3 Route Availability Discovery

In NIRA, the architectural level support for route availability discovery is a combination of reactive notification and proactive feedback. In addition to sending basic TIPP messages, a domain may send advanced TIPP messages that include dynamic information of its interconnections. A user is proactively notified of the dynamic states concerning his providers via these TIPP messages. In this way, a multimedia user can know about the QoS availability in the route and choose a route that suits his QoS requirements. When a user wants to send packets to another user, it is possible that he chooses a route segment of the other user that is unavailable. In this case, a router sends a reactive notification to the user indicating the unavailability of the route. 

Thus, NIRA’s scalable route discovery and route availability discovery by their innate design benefit the use of multimedia over Internet.

5. Architecture for Content Routing Support
The primary use of today’s Internet is multimedia content distribution, i.e. web pages, and audio and video streams. To scale content delivery to support high Internet traffic demand for content, the content is geographically replicated at multiple sites with specialized DNS servers redirecting the client’s requests to nearby  sites based on specialized routing, so-called content routing. Content routing requires the clients of a site to access a single centralized DNS server as part of accessing that site. This roundtrip to a central server is becoming the dominant performance issue for clients as Internet data rates move to multiple gigabits, reducing the transfer time for content to insignificance. Also, there is a limit to reliability, if the path to DNS server is broken or congested, even though the path to content may be fine.
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Figure 3: Bottleneck of conventional content routing

5.1 Network Integrated Content Routing

~

In this approach [11], the content routing problem is viewed as a routing problem. Clients (and users) need connectivity not to a particular server or IP address but to some piece of content, specified by name (typically a URL). Replicated servers can be viewed as offering alternate routes to access that content, as depicted in Figure 4. Thus, it is the same multi-path routing problem addressed in the current Internet in routing to a host.
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Figure 4: Content layer routing

Network-integrated content routing provides support in the core of the Internet to distribute, maintain, and make use of information about content reachability. This is performed by routers which are extended to support naming. These content routers (CRs) act as both conventional IP routers and name servers, and participate in both IP routing and name-based routing. 

5.2 Content lookup

Name lookup is supported by the Internet Name Resolution Protocol (INRP); this protocol is reverse-compatible with DNS. Clients initiate a content request by contacting a local content router, just as they would contact a preconfigured DNS server. Each content router maintains a set of name-to-next-hop mappings, just as an IP router maps address prefixes to next hops. When an INRP request arrives, the desired name is looked up in the name routing table, and the next hop is chosen based on information associated with the known routes. The content router forwards the request to the next content router and in this way the request proceeds towards the “best” content server.  When an INRP request reaches the content router adjacent to the best content server, that router sends back a response message containing the address of the preferred server. 

5.3 Name-based Routing

Content routers exchange advertisement of preferred routes using BGP-like protocol called the Name-Based Routing Protocol (NBRP). An NBRP routing advertisement contains the path of content routers toward a content server. 

Routing advertisements from content servers may also include a measure of the load at that server, specified in terms of the expected response latency. This extra attribute indicates that content which takes longer to access appears further away from a routing perspective, and may be treated internally by a content router as extra hops in the routing path. 

The key issue raised by this solution is the scalability of NBRP.

5.4 Scaling mechanism for Name-based Routing

To handle large numbers of names which appear globally in name-based routing tables, NBRP supports combining collections of name suffixes that map to the same routing information into routing aggregates. For instance, we expect an ISP content router to group all of the names from its customers into a small number of aggregates. Routing updates then consist of a small number of aggregates rather than the large number of individual name entries contained in each aggregate. Load on an entire data center or network may be advertised as load on the aggregates advertised by that data center or network. Routing aggregate advertisements contain a version number, so that a content router can detect a change in the contents of an aggregate.

Thus, the enhanced content routing, implemented by the above architecture, guarantees quick and reliable transmission of multimedia streams over the Internet.

6. Forwarding directive, Association, and Rendezvous Architecture (FARA)
The original network architecture design is largely a ‘concrete’ bottom-up model. There is quite a lot of research in progress to explore an ‘abstract’ top-down architectural design to meet today’s and tomorrow’s requirements. FARA (Forwarding directive, Association, and Rendezvous Architecture) [15] is one such exercise in the direction of designing an abstract model. FARA defines an architectural model that encompasses an interesting part of the design space, while leaving many details unconstrained.

The model is designed 

1. to decouple end-system identity from network layer forwarding functions, 

2. to avoid the need for a new global namespace for identity, 

3. to provide end-to-end security with a range of assurance levels, 

4. to generalize the architecture along several dimensions and 

5. to support diverse naming & forwarding mechanisms.
6.1 Architectural Components of FARA
In FARA, host-to-host communication is replaced conceptually by communication between pairs of entities via logical linkages called associations, using packet exchanges over a communication substrate.
Entity: An entity is an ‘abstract’ generalization of an application that is an end-point of network communication. It has state and it communicates. It is the smallest unit that can be mobile. An entity might be a process, a thread in a process, a set of processes, an entire computer, a cluster of computers, etc.

Association: An association is a combination of relevant communication state in each entity and an ongoing sequence of packets that are flowing between the entities. Each packet belongs to exactly one association and an entity may have multiple concurrent associations. Each packet carries an association ID (AId) that enables the receiving entity to demultiplex the message to its association.

Communication Substrate: FARA assumes a connectionless packet delivery mechanism. When an entity wants to send a packet for one of its associations, it hands that packet to its communication substrate with a header field called the destination Forwarding Directive (FD), which contains the information needed to cause eventual delivery of the packet to the desired destination entity. 

The FARA model draws a ‘red line’ demarcating the separation of forwarding mechanism of the communication substrate from the end-to-end communication functions performed by entities; the communication substrate operates below the line, while the entity and its associations operate above the line.

6.2 FARA and Multimedia
The abstract architectural model does not form the complete architecture. It is complete when concrete functionalities are built over the model. The FARA unconstrained design makes it flexible to add functionalities below the ‘red line’ to make the model more suited to today’s Internet traffic, especially to suit multimedia applications.

The expected functionalities in the communication substrate include:

Packet Delivery: The FARA model allows a wide range of forwarding mechanisms and a FARA instantiation could allow multiple forwarding mechanisms to coexist in different parts of the network, or even in the same nodes.
FD Management: A specific FARA-derived architecture could include a mechanism in the communication substrate called FD management, to provide FD manipulation and signaling functions. 
Delivery failure notification: The FD/forwarding mechanism must in general support error-reporting function. This functionality, along with FD management, could be used to support call admission to guarantee QoS for multimedia traffic.
Resource Control: Packets consume resources which are manifested by congestion and its control and possibly by a requirement for QoS. This could be implemented by having a congestion/QoS header in the part of the packet that is visible to the network elements and an interface that allows an entity to get and set this header. Thus FARA natively supports management of resources among the entities and enables high resource utilization.
Network layer security: The communication substrate is subject to resource attacks such as theft of service, denial of service, etc. Such attacks naturally require ‘below the line’ security measures. Hence FARA inherently provides isolation (protection) among association flows.
7. Proxy Caching for Multimedia Traffic

The last few years have seen an exponential growth of multimedia traffic on the Internet. This trend is expected to continue as multimedia-rich content becomes more pervasive. Almost all current multimedia streaming applications are modeled after the client-server model where a server maintains a large number of multimedia streams and pipelines the stream to a client. The bottleneck link between the server and client limits the quality of the multimedia stream.  A client on a high speed network may receive low quality streams if the server is behind a bottleneck link [13]. 

Rejaie et al. [13] explored the idea of using an adaptive multimedia proxy cache to provide better QoS to multimedia streams. A proxy cache is placed close to a group of clients. The content requested by the clients is delivered from the original servers via the proxy. This enables the proxy to cache the multimedia content to service future requests. The proxy server thus can significantly reduce the end-to-end delay experienced by multimedia traffic. 

Congestion control provides a significant challenge for multimedia proxy caching in the Internet. The quality of the delivered stream should match the average available bandwidth on the path. Therefore the quality of the cached stream depends on the network connection of the first client that retrieved the stream [13]. To provide differentiated classes of service, Rejaie et al. used hierarchical encoding to split each stream into a base layer that contains the most essential low quality information and provide optional quality enhancement information in the higher layers.

The layered approach enables the proxy server to dynamically adjust the quality of the cached stream. If a client can support a higher-quality stream with respect to the available bandwidth, higher layers can be prefetched from the server. Therefore the quality of the cached stream can be adjusted based on its inherent popularity among the clients [13].

8. Virtual Internet Architecture

The Internet’s remarkable success has changed the way we live. But the Internet’s increasing omnipresence, especially due to the proliferation of multimedia applications, has brought with it a number of challenges for which the current architecture is ill-suited. Today’s Internet is at an impasse and is getting ossified with the current Internet Architecture. Hence there is increasing architectural research with the intention of changing the world largely by making the Internet more adaptive to multimedia applications. Network virtualization provides a prospective approach for addressing the ossification of the Internet.
A Virtual Internet (VI) [14] is an IP network implemented by virtual hosts and routers, connected by tunneled links (virtual links).  A single network node (host or router) may participate as virtual host, virtual router, or multiples of each simultaneously. In a virtualized network, multiple virtual networks co-exist on top of a shared substrate. Different virtual networks provide alternate end-to-end packet delivery systems and may use different protocols and packet formats. 
The VI architecture provides an abstraction that hides the complexity of the underlying network and provides isolation-based protection that encourages concurrent resource sharing, which is one of the key principles for guaranteeing QoS for multimedia traffic. The VI architecture provides new capabilities for virtual networks, including recursion and revisitation. Recursion allows VIs to be stacked, providing new opportunities for fault tolerance and path diversity. Revisitation allows a single base network node to emulate multiple VI nodes, allowing a VI to emulate larger networks than the base on which they are deployed.

9. Non-Layered Architecture

In this section we discuss a fresh new approach to the Internet architecture. We describe how the traditional layered architecture model of the Internet is inadequate for the modern day multimedia applications. We can then propose a non-layered approach to the design and implementation of network protocols.

9.1 Multimedia Applications and Layered Architecture

One of the most respected and cited Internet design principle is the “End to End” [6].  According to the end-to-end arguments, the core of the network should provide a general service, not one that is tailored to a specific application. In keeping with this principle, we have the current layered Internet architecture design where the network is transparent - packets go in, and they come out - and that is all that happens in the network. This simple idea was very powerful for the early day Internet architecture, but with the evolution and enhancement of complex multimedia applications, this principle seems to be eroding.  

Due to the lack of a mechanism for explicit signaling of functionality, many new applications do not fit into the current layered structure well. Sub-layer proliferations e.g., MPLS at 2.5, IPsec at 3.5, and TLS at 4.5 clearly explains the misfit between the legacy layered architecture and the emerging multimedia application requirements. Besides, “middle boxes” like firewalls, NAT boxes, proxies, explicit and implicit caches etc, other multi-way interactions such as QoS, multicast, overlay  routing, and tunnelling also complicate the picture.

Considering all this, we conclude that the large granularity of protocol functionality provided by the layered approach is the hurdle that the evolving multimedia applications face today. In order to provide more flexibility, while retaining the modularity of the layered approach, new non-stack architectures have been proposed.
9.2 Flexible Protocol Stacks

In the case of layered architecture, each layer can be characterized by the set of services that become available at the layer’s upper border. Layers are stacked, so that a layer can provide its new or enhanced services by building on services furnished by the layer underneath. Internally to a layer, the work is done by protocol entities which communicate via (peer-to-peer) protocols.  The practical implementations of layered protocol stacks have the following properties.

1. Services are bound to absolute positions -    Although with absolute positioning assumptions can be made on how a given entity can be addressed, this excludes arrangements based on a different ordering of the layers. 

2. Interworking  between layers is fixed – They way in which layer interfaces are designed is an implementation issue e.g. TCP/IP allows an application to use any upper-layer interface directly, while OSI restricts an application to only the presentation layer interface. But in both cases, it is not possible to access or manipulate the connections of protocol entities to the layer beneath.

3. Implicit creation and destruction of instances of protocol entities – It is not possible to manipulate instances of protocol entities directly. The creation and destruction of protocol entities is a side effect of the usage of services. 

The flexible protocol stack “environment” aims to relax one or more of the above restrictions. The proposed architecture [3] is illustrated in Figure 5.

The environment can be seen from outside as a communication server: all use of communication services must be made via this server. Inside the server we have a repository of static entities (dashed), representing protocol entity types. Instances of these types (solid boxes) may be created on demand. The instances are by nature either ‘anchored’ or ‘free’. Anchored instances (e.g. the box for the ISO 8802 local area network) give immediate access to communication services in the classical sense, e.g. a network service their availability depends on the hard- and software-configuration of the real system. A free instance, on the other side, must first be connected to an anchored instance before its services can be used. But connections can also be made between ‘free’ entities (e.g. IP and ARP entity). The advantage here is that these attachments can be unlinked and redefined at any moment, allowing inserting or removing instances at will. 
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Figure 5: View of the proposed protocol stack environment

With this new architecture, services are not bound any more to a predetermined position in a protocol stack but now must be requested from ‘freely floating’ protocol instances. Also, two distinct protocol instances can be connected to each other (provided the primitives match) and this connection can be made/broken by the environment.  The protocol environment allows for (and requires) the explicit creation and destruction of protocol instances. And finally, extensibility is made feasible by the mechanism of downline loading, although some extensions can already be made by letting a local protocol instance manipulate the remote side, e.g. remotely triggering the insertion of an already existing protocol entity. But in some cases this may not be enough. Downline loading will allow augmenting the set of entity types available at the remote side. As an example, consider the augmentation of a presentation entity with a new encoding rule (transfer syntax) for abstract data types. Thus this architecture achieves the flexibility by removing the restrictions that the aforementioned properties of the layered architecture stack imposed. 

In this model, communication services are offered by a protocol environment accessible through a generic protocol which is used to access the environment server.  All incoming access to a remote environment will be intercepted by a newly created anchored entity to which a remote ‘server’ instance is connected as shown in the following figure. 

The server entity (dashed box) is virtual: actually is it the environment itself as commands issued to it affect the environment it is in. An application, together with the required protocol stack, could be remotely constructed out of ‘free’ protocol entities. Then the built application will take over the connection formerly used between the anchored entity and the server entity. Using the downline loading capability, we can build up nearly arbitrary protocol stacks. As an example, an ‘anchored’ protocol entity may offer just the IP services. Instantiating a ‘free’, say for instance, RTP entity and connecting it with the IP instance creates the desired communication service well-suited for multimedia applications. 

The price paid for this flexibility is an increased complexity when using communication services and this effort must be made by the application. Even by defining entities that represent a whole standard protocol stack this still needs one additional indirection – to locate and instantiate that protocol entity.

9.3 Role-Based Architecture (RBA)

In this architecture, communication is organized using functional units that are called roles. Roles are not generally organized hierarchically, so they may be more richly interconnected than are traditional protocol layers. The inputs and outputs of a role are application data payloads and controlling metadata that is addressed to specific roles.

This enables layer violations to be replaced by explicit and architected role interactions. Roles should be well-defined and well-known building blocks. To enable interoperability, a real network using RBA would need a relatively few (tens to hundreds) of well-known roles defined and standardized. However, the number of special-purpose, experimental, or locally defined roles is likely to be much greater. Thus, evolving multimedia applications need not jump between protocol layers while new applications can use special-purpose roles. Due to the aligning of protocols along role boundaries, it would be relatively easier to deploy “new functionality” in the network by introducing new roles as opposed to requiring changes to the large, monolithic protocol layers. 

RBA would allow re-modularization of current “large” protocols such as IP, TCP, and HTTP into somewhat smaller units that are addressed to specific tasks like “packet forwarding”, “fragmentation”, “flow rate control”, “byte-stream packetization”, “request web page”, or “suppress caching”. Each of these comprises separable functionality and could be performed by a specific role in a role-based architecture.

As explained, in this architecture, the modular protocol unit is called a role. A role is a functional description of a communication building block that performs some specific function relevant to forwarding and/or processing packets. Roles are instantiated in nodes by code called actors. . A role may logically span multiple nodes, so it may be distributed in an abstract sense, while each actor executes in a particular node. The metadata in a packet, called role data, is divided into chunks called role-specific headers (RSHs). This is illustrated in the following figure, which shows a packet containing three RSHs in its heap and three roles that read and write these RSHs, as shown by the arrows.

An end system does not necessarily know that a packet it sends will encounter a node that cares about a particular role. For example, there may be no web-cache-redirector role on a particular path, but if there is, including a signaling RSH addressed to this role will ensure that the cache receives the metadata. Any node along the path can add an RSH to a passing packet. For example, suppose that a firewall has some lightweight way of signing that a packet has been examined and found to conform to the site’s security policy; it can include this signature in an RSH attached to the data packet and addressed to the host firewall role.

Roles communicate with each other only via RSHs. Each Role is identified by a unique RoleID. RSHs are addressed to a Role on a Node using <RoleID><NodeID> pairs. A wildcard can replace <NodeID> if RSH can be processed by “any instance of RoleID that it encounters on its path” e.g <RoleAddr>:=<RoleID>@<NodeID> or  <RoleID>@* .  
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Figure 6: Roles and Role-Specific Headers

Let us consider an example to understand how Roles will interact with RSHs.   Suppose we have a packet with the following header:

{RSH( HBHforward@* ; dest-NodeID, src-NodeID ),  RSH( Deliver@dest-NodeID ; serviceID, src-processID, payload) }

In the above example, the packet header contains a heap of two RSHs. The first RSH is addressed to the RoleID “HBHforward”  at the NodeID “*”, that is any node in the path containing a role-actor with a RoleId  “HBHforward” should process this packet. The processing required here is “hop-by-hop” forwarding which indeed is required by any node in the path. Also, the second RSH is addressed to the RoleID “Deliver” but this RSH has a specific NodeID which is the address of the destination “dest-NodeID”. Clearly only the role-actor at the destination node should provide the functionality of “delivering” the packet to the node.

Thus, a role might modify its activity depending upon the particular set of RSHs in the packet. Furthermore, the presence of a particular RSH may constitute the request for a service from subsequent nodes. Thus, the RSHs may be considered to provide a form of signaling that may piggy-back on any data packet.

The RBA approach of implementation of non-layered architecture has the following advantages.

Extensibility: RBA is inherently extensible, both mechanically and conceptually. Mechanically, RBA uses a (type, length, value) mechanism to encode all role data. Conceptually, the general modularity supported by RBA should enhance extensibility.

Portability: The role abstraction is designed to be independent of the particular choice of nodes in which a role will be performed. This portability of roles enables flexible network engineering, since functions can be grouped into boxes as most appropriate. 

Explicit Architectural Basis for Middle Boxes: RBA is intended to allow endpoints to communicate explicitly with middle boxes and middle boxes to communicate with each other.

Although, RBA achieves the desired flexibility and extensibility desired by modern day multimedia applications, RBA has several disadvantages -it is probably not cost-effective to split very simple low-level functionality into separate roles. A finer granularity may mean more overhead in terms of increased metadata storage and processing.  Thus, RBA might prove to be the new design principle of the modern Internet or might just be useful as only an abstraction for reasoning about protocols – it has a lot of scope of future research.

10. Discussion
The ideas presented in this paper relate closely to the principles for guaranteeing QoS to applications. The IPv6 and MPLS protocols perform packet classification based on flow labels and equivalence classes respectively. This classification is used to provide multimedia applications with differentiated classes of service. This classification can also be used by the network to perform admission control and refuse admission to flows for which it cannot provide adequate QoS. NIRA inherently provides support for admission control through advanced TIPP messages for route availability. FARA model provides a flexible design to add functionalities that could enable high resource utilization, perform admission control and provide isolation among flows. The Virtual Internet Architecture model provides isolation-based protection and concurrent management of resources of the virtual network. The non-layered architecture models such as RBA and Flexible protocol stack provide high utilization of network resources by decoupling network functionality from the individual layers of the traditional layered model.
QoS for multimedia applications can be provided at different OSI layers. IPv6 provides the flow classification at the Network layer while MPLS differentiates packets into different equivalence classes at the Datalink layer. NIRA specifies the routing domain at the application layer. However, the routing in NIRA and Content Routing Support Architecture is done at the Network Layer.
Non-layered architecture provides an alternative to the current layered approach to protocol design. Due to the lack of a mechanism for explicit signaling of functionality, many new applications do not fit into the current layered structure well. Flexible protocol stacks and Role-Based architecture discuss two approaches for non-layered architecture that aim at providing flexibility for emerging solutions to multimedia applications. 
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Table 1: Relationship between the Design proposals and QoS principles
11. Conclusion

We have discussed a few potential architectural changes over the current Internet to make it better support multimedia. IPv6 is one of the leading candidates of Next generation Architecture and is one of the prominent Protocol level design change. MPLS is a traffic flow switching solution for current Internet to provide QoS support for multimedia. The Routing Architecture proposals for Next Generation Internet support multimedia over internet by their inherent design. The FARA model describes an exercise to explore a new top down architectural model. The Virtual Internet Architecture model provides an approach to prevent the current Internet from becoming impasse. The Non-layered Architecture design proposal gives a new direction to the Internet Architecture and incites new approaches to tackle the multimedia application requirements. 
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