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ABSTRACT

Building hardware mtotypes for computer architecture researc
is challenging. Unfortunately,development ofthe required

software tools (compilers, debuggers, runtime) is even more
challenging, which means these systems rarely run real
applications. Toovercome this issue, when developing our

h

prototype platform, we used the Tensilica processor generator to
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showed in[23], eliminating the small accidental sharing that
happens in most parallel applications can have a much larger
effect on application performance than most architectural
techniqued removing sharing is always better than tgyito
make sharing more efficient. This fact is a challenge for
researchers work@ on innovative architecture®etection and
debugging of false sharing and other software issues requires a

produce a customized processor and corresponding software toolSroNg set of software tools that are hard and time consuming to

and libraries. While this base processor was very different from
the streamlined custo processor we initially imagined, it allowed
us to focus on our main objectivehe design of a reconfigurable
CMP memory systethand to successfully tape out arc@&e
CMP chip with only a small group of designers. One person was
able to handle processoordiguration and hardware generation,
support of a complete software tool chain, as well as developing
the custom runtime software to support two different
programming models. Having a sophisticated software tool chain
not only allowed us to run more apmtions on our machine, it
once again pointed out the need to use optimized code to get al
accurate evaluation of architectural features.

Categories and Subject Descriptors

C.1.2 [Processor Architectures]: Multiple Data Stream
Architectures (Multiprocessors) i Parallel Processors C4
[Performance of Systems]: Design studies C.1.2 [Computer
System Implementation]: VLS| Systems

General Terms
Perfamance, Design, Experimentation

Keywords

Reconfigurable architecture, configurable/extensible processor
generator, memory system architecture, computer architectur
prototyping, VLSI design

1. INTRODUCTION AND MOTIVATION

Our expectations of the capability of software development
environments continue to grow with time. Compilers, runtime
environmend, debuggers and performance analysis tools are
critical for creating higfperformance applications. As Kunz
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develop. Indeed, all computer architecture projects face a
dilemma: any architecture that is ambitious and truly novel by
definition requires enormous software development effort to make
it useable; on the other hand, architectures that can mostly reuse
existing software tools are often incremental in nature. As result,
many research projects that try to explore novel architectural ideas
end up spending significant effort on software: RAMG],
Imagine [3][21], TRIPS [13] and TCC [16] are all recent
examples. However, even very significant software effort does not
guarantee that the performance of the generated software is good

gnough to show the advantages of a new architecture, and as a

result researchers often resto handoptimization of benchmarks
[13].

We recently completed an implementation of the Smart Memories
CMP, which faced similar challeng38]. The goal of the Smart
Memories project was to design a reconfigurable architecture that
could support a wide variety of memory models. To test its
flexibility we implemented coventional cacheoherent shared
memory[1], streaming3][21] and transactiongl6][17]. Initially

we planned to have reconfigurability in both the processor and the
memory system. After working on this path for a whilee
realized that the development of a new machine and instruction
set architecture along with the associated software stack was
going to be much too large a task for the small group of students
involved with the project. Instead we decided to concentrate
memory system architecture and took the unusual path of trying to
leverage the Tensilica system and its associated software tools
[14] for the processor portiorof our research architecture
implementation. This approach let us focus on the core feature of
the projedd reconfigurable memory systémrand to successfully
complete the test chip design, with minimal effort (one person)
devoted to the configuration and nggation of the processor
hardware and software tools. While the use of Tensilica limited
our flexibility, it provided a strong software development
environment and greatly increased confidence in our architectural

*This work was done while the authors were Stianford
University



performance evaluation. new architectural features. An early example is therckpa
processor, which was developed and used for the MIT Alewife

Ht?vl\?ever_, adathng’ledTens_lgcal ptroc_es?ﬁr to our a}[Lchltecture was yproject[2]. Recently there have been a number of companies that
challenging. AS We describe fater in the paper INere Were manyj,,ye created extensible micropessor IP, including Tensilica

issues to resolve, but the biggest disconnect was the fact that af14] [49][19], MIPS, and ARM. Other companies have created

thit'metr"%’e started, '{ensmc%dld not hta\(/je a method of bu'1O|'ngtasystems thagenerateprocessors and software systems from a
conerenimemory system, and we wanted our memory systém to high level ISA description. These solutions have the potential to

support sophisticated memory operations that required coherenceprovide tre advantages of high-quality software environment
Fortunately the extensibility of the Tensilica platform allowed us | 4o preserving the ability to modify the processor architecture
to implement the range of memory operations that we needed, an(given the small design team in the Smart Memories project Wé
the acqmp_anying software system allowed us to create a numberdecided that this was the only feasible way to accomplish,our
of applications to evaluate our new hardware features. goals.While this approach is not perfect, as the rest of the paper
This paper reviews the history of Smart Memories development, Shows, it has significant advantages. Thdlowing sections

the decisions made during this process and the lessons learned, kscribeour experience in the Smart Memory project using this
well as the cuent status and results. We feel this story makes a approach.

compelling case for using extensible processors in future

architecture research. To understand the advantages of this?’- SMART MEMORIES, VERSION I

approach, the next section reviews how other large computingRecently, with the shift towards muttore chips, computer
systems research projecthave addressed the software architecture reseqrch has focused on parallel architectures, as well
development question. With this background, Sectiorthen as the programming models and software systems necessary to
briefly talks about the history of the Smart Memories project and facilitate the wide adoption of such architectures. The goal of the
reviews tle key architectural features needed to support our Smart Memories project was to design a universal programming
flexible memory system. We faced several challenges when wePlatform that can support three popular programming models that
switched to a Tensilica processor, so Sectidirst provides an ~ Were explored by other researchers. One of these is the
overview of the Tensilica environmensnd then Sectiorb conventional cacheoherent shared memory modg]. Another
describedhow we connected the processortte flexible memory IS the stream programming model implemented by the MIT RAW
system, anchow we used register windows to quickly restore and Stanford Imaging45][46][3][21]. These projects developed
shadow state. Sectidhalso discusses how using an optimizing Streaming languagept8], associated software tool chains and

software pipeline changed some of our performanceitse<dur even application benchmarks written usinthe stream

concluding remarks are presented in Sedion programming model. Transactional memory was another memory
model that we wanted to suppdit7][16]. The transactional

2. RELATED WORK memory programming model was proposed to simplify

From MIPS to TRIPS, many architectural research projects parallelization of software using a hardware transactional
developed custom instruction set architectures that required notmechanism, which builds upon wodn threadlevel speculation

only the development of new compilers but new compiler (TLS) [15]. This work involves designing an application
technologies. Early RISC projects at Berkeley and Stanford Programming interface (API) for transactional memory hardware
developed the ISA in parallel with compiler and operating system and runtime  system[32][5] and developing application
work. These efforts led to many advanced compiler techniquesbenchmarks that can be used to evaluate transactional memory
including instruction schedulingnd register allocatior{8][36]. architestures [33]. Initially, the architecture was designed
VLIW architectures further pushed instruction scheduling and SupportTLS. Later in the implementian process we decided
relied heaviy on optimizing compilers to achieve high insteadto complete the implementation of a more general
performance  [11][18][22][28][39]. Similarly, dataflow transactional memory model, transactional coherence and
architectures required sophisticated software sysfdfi#4]. The consistency (TCC]L6].

TRIPS project is the latest project in this vein, which designed the

EDG_E architecture along with the superblock scheduling compiler hierarchical reconfigurable architecture. The basic building
that it required40]. blocks include a reconfigurable memory system, plus interconnect

Some of the most innovative machines from an architectural and processing elemerf29]. The chip is divided into tiles, and
standpoint require more than just a custom compiler, since theyfour adjacent tiles are grouped into quaédgire la). Quads

are based on a different programming model. Some examplescommunicate with each other and with-offip interfaces via a
includesystbi ¢ computi ng [7h mesagblddven i dyramigally routed global echip network. Tiles inside the quad
comput i ng -MaghineyB5]Tsiraam processing by MIT  share the network port and protocol controller. Each Elgufe
Raw [46] and St anf o12d]d sOthdr prajecis mave  1b) contains 16 memory blocks, which are connected to the
adopted existing instruction set architectures (ISA) while processor through a crossbar. Each memory blbiguce 1c) is
exploring multiprocessor architectures. For example, Stanford also reconfigurablg30].

DASH and FLASH used commercial dfieshelf MIPS
processors and designed mupitbocessor memory systems
conrected to the processor via a standard processdi2b{j24].

To provide functional flexibility, Smart Memoriesonsiss of a

In addition to an SRAM data array, memory blocks also have a
duatported metadata array that stores control state associdted w

. - . the data and some programmable logic that enables a set of
Other progcts tha.t useq exystmg ISA or processor designs are customizable atomic readodify-write operations for this control
Rakshg[20] and Wisconsin Wind Tunngs4]. state. Each memory block also contains a comparator, so it can be

An alternative approach is to usan existing processor  used as tag memory, and FIFO pointers. Using these feahdes a
architecture, but modify or add some instructions to let it accessa flexible crossbar interconnect, a set of memory blocks in the tile
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Figure 1. Smart Memories Architecture: a) chip floorplan; b) tile block diagram; c) reconfigurable memory block diagram;

can be configured to function as -setsociative caches, directly

d) reconfigurable processor; ) shared processor data-path

compuational model, so each mode would require its own

addressable local memories (scratchpads) or as hardware FIFOsompiler and support tools such as assemblers, linkers, debuggers,

Thequad protocol controller performs all actions riegd for data

runtimes and 10 libraries. In addition, the design of a processor

movement functionality such as cache line refills, streaming with different custom instruction sets would require three sets of
DMAs or transaction ordering. It is also reconfigurable to support ISA verification tests as well as development or tuning of
different modes of operation of the memory system such as cachesoftware benchmarks. This was impossible for a small teaan at
coherence or threddvel speculation.

In its original version, the processétigureld) was also designed
to be configurable, with three modes of operation. In multi
threaded mode the processor b&sawas 2 processoreach
running independent threads of instructionsnd each thread
executingup to 2 instructions per cycle. Multhreaded mode

university.

would be a good match for applications with abundant thread features, including (1) different flavoo§ memory operations and

level parallelism (TLP). In VLIW mode the pressor would

(2) the ability to recover from speculative operations.

Because

With this heightened awareness of the costs of the software
environment and testing, weeededo find afeasiblesoluion. A

conventional CPU would not support novel memory operations,
thus the need for some degree of customization. At the minimum,
it appeared that we would need at least a few special processor

execute a single instruction stream with up to 4 instructions per Tensilica presented a solution that supports custom features yet

cycle, which would fit applications with a significant amount of
instructiortlevel parallelism (ILP). Finally, to achieve highest
possible performance (up to 10 operations petedyin streaming
mode, each unit of the dapath and each port of each register file
(Figure 1e) would be controlled explicitly by a very wide 26
instruction, similar to the Stanford Imagine proceq&if. The
datapath Figure le) was designed to support all three modes o
operations by changing the routing of operation operands and

results.

does not require groungp hardware and software des|gd], we
decided to try and integrate it into our system.

Using Tensilica reduced the amount of required software work
substantially and allowed us to focus on the design of a
reconfigurable memory systen12].
fconstrained the Smart Memories architecture and potentially
limited its performance.

Obviously, it also

This was a small price to pay to

complete the design thi a reasonable amount of effort and to

have a higkguality optimizing compiler and other software tools.

At this pant we realized that we had been focusing on the smaller

part of the problem. While this architecture had a number of 4. TENSILICA OVERVIEW

interesting features, and the hardware was modular and seemed ensi | i cads
like it would not be too difficult to implement on a te&dtip, it

Xt ensa

Processor

synthesizable hardware description for the user customized

beame clear that the effort required to develop the correspondingprocessor configuratiofi4][25]. The base Xtensa architecture is
software infrastructure was too high. The three processor modesa 32bit RISC instruction set architecture (ISA) with -Bit
required development of three different software development instructions and a windowed genepairpose register file.

environments.

Gene

Each had a different instruction set (ISA) and Register windows have 16 register each, and the total number of
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Figure 2. Tensilica Processor Interfaces
physical registers is 32 or B4Userscan select preefined instruction trace p option, which can record an instruction trace

options such as a floatifgpint coprocessor (FPU) and can to local memory.
define custom instruction set extensions using the Tensilica
Instruction Extension language (TIE39]. The TIE compiler
generates a customized processor, taking care oflelost

implementation details such as pipeline interlocks, operand bypas . |
logic, and instruction decoding. In addition, the Tensilica system odeling Protocol (XTMP) to interface to the memory system

generates a completenification environment for the processor, model [47]. Then,_ we used the Tensilica Processor Generator to
; : sproduce synthesizable processor RTL, a processor standalone

Itestbench, and a set of diagnostic test programs for the processor.
This greatly reduced the amount of design and verification work.
During the project we found an additional advantage of usihg
Using the TIE language, designers can add registers, register filesthat someone else was developiniygot better with time. When

and new instructions to improve performance of the most critical we started the project, the FLIX capability was not released, and
parts of the application. Multiple operation instruction formats can the simulation system did not have a very fast, direct execution

We used Tensilica tools extensively throughout the Smart
Memories project. First, we developed an architectural simulator
sing a generated processor mo d

and more than 400 diagnostic test programs for the ISA and al
processor features.

be defined using the Flexible Length Instruction temsion mode. Both were developed during the project and used in our
(FLIX) feature to further improve performandé9]. Another design. Eventually Tensilica even added coherent cache support,
feature of the TIE language is the ability to add efmed but it was too late to use in our design.

processor interfaces such as denipput or output wires, queues
with buffers, and lookup device ports. These interfaces can be5. SMART MEMORIES, VERSION I
used to interconnect multiple processors or to connect a processoflthough using thireparty IP blocks such as Tensilica prams
to other hardware units. The base Xtensa pipeline is either five oris a very attractive idea for both industrial systenchip (SOC)
sevenstages andhas a user selectable memory access latency ofdesigns and computer architecture research prototypes, in practice
one or two cycles. A twaycle memory latency allows designers IP blocks such as processors are often challenging tq3ue
to achieve faster clock cycles or to relax timing constraints on This section discusses the challenges and the solutions for
memories and wires. interfacing a Tensilica processor to the rest of the Smart

" . ) _Memories design. To understand the minimum properties required
Tensilica provides many options for memory and external device ,qm the processing core, we firgirn to review some of the
interfaces Figure 2): instruction and data caches, instruction and getails of the meory system of Smart Memories.
data RAMs and ROMs, shared memories, queues and FIFOs.

. . . . When the project was restarted using Tensilica cores, the basic

For Smart Memories we used many-pieined Tensilica options:  emory system design remained relatively unchanged. As shown
32-bit integer multiplierand divider, 32vit floating point unit, 64 in Figure3, all on-chip memories consist of runtiruenfigurable
bit floating point accelerator, seven stage pipeline wittyde memory mats. In each tile, the memory mats are interconnected
memory accesand 4 scratch registers used for the runtime. through an InteMat Communication Network (IMCN)Figure
Furthermore, we added several FLIX instruction formats that can 3b)3 a fast path for exchanging memory control and state
execute up to 3 insictions per cycleWe alsoused several  jytormation to implement composite storage structures such as
features that help with software debugging: the@ip Debug instruction and data cacheSigure3c). In this example, the mats
(OCD) option enables a GDB debugger running on a host PC t0.,mpine to form a twavay cache: mats 6 and 11 are used as tag
connect to the Tensilica processor via the JTAG interface, and astoragewhile mats 710 and 1215 store the data. Theemory
configuration consists of two parts. The first isfiguration state

1 . o ) ) that is located throughout the memory system. This state
Later, 16register optiorwithout windowsalsobecameavailable. determines the function of each mat and various routing
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configuration

connections, e.g. which mats contain tags and which mats contaidoad/store operations, synchronized load/store operations, gang
data, whether the result of IMCN messages should affect theoperations (e.ginvalidating a transaction read/write set) or even
outcome of a given operation, etc. Since we want a single simple metadata write/compare/read operations as needed for a
application to have access to a number of different types of given memory model. For the Smart Memories architecture,
memory operations, we also associate an opcode with eactswitching to a Tensilica processor solution would be feasible if it
memory access These opcodes are the second part of the could support dferent types of memory operations and the
memory configuratin. They select which configuration bits are special architectural semantics that they imply, and be able to
associated with the memomyperation how the metadata bits recover from speculative execution that needed to be nullified.
should be updated, and how the rdata and IMCN results
should affect the memory access. This allows us to use the
metadata bits associatedtlwthe data to implement full/lempty
bits and provide different types of load and store instructions to
implement memory operations that support -werd
synchronization, as well as track the coherence state ahtte 5.1 Interfacing the Tensilica Processor to
lines and implement an LRU policyof the tag mats. In a ' h

transactional memory mode, opcodes are used to indicatedMart Memories

speculative read and write operations which update metadata bité\lthough Tensilica provides many options fmemory interfaces

toindicatethethnas acti onds read and wr i(kiggre2y, sonesof these interfaces can be used directly to connect
the Tensilica processor to the rest of the Smart Memories system.

Having head/tail pointers associated with eaéhthe memory  The Xtensa mcessor has interfaces to implement instruction and
mais makes it easy to efficiently implement hardware FIFOS. gata caches, but these interfaces do not support coherence
These are sometimes usedaogment cache structures, etg. operations, and_thus could not be used for the multiprocessor
store the addresses of a i 0 i
commit time [16]. In streaming mode, the memory mats are connect directly to SRAMarrays for cache tags and data, and the
aggregated into addressable scratchpads. FIFOs are also importaghche management logic is fixed. As a result, it is impossible to
for streams since they can be used to capture prodoosumer modify the functionality of the Xtensa caches or teuse the
locality between processors. same SRAM arrays for different memory structures like local
scratchpads.

There were two main issues that we needed to resolve to use the
Tensilica processorsiour architecture. The first was how to
connect it to our coherent memory system, and the second was
howto make the processor recover from sspgeculation.

While there is great flexibility in the memory systenmda

assoaated protocol controllet, h e  p r daskeissgsite sindp®.  To make the mblem even more difficult, in addition to simple

It needs tothe ablility to genera¢ load/store instructions with  |oad and store instructions, the Smart Memories architecture must
different opcode3 to send semantically different operations to  sypport several other memory operations that utilize the extra
the memory systednand the ability to tolerate occasional delays metadata bits. While these memory_operations can easily be

in getting the requested at a back. With digfdédets ;e tnactibs et Bff tifedpPocessor using the TIE
memory access typeswe can interpret these opcodes as FIFO

t r an smaft t Me@dhiésS architediufe® The extensa tcdthe P iBterficgse d
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language it is impossible to extend Xtensa interfaces to natively point is in the W stage, i.all processor exceptions are resolved
support such instructions. only in the W stage. Such resolution may ultimately result4in re
execution of the load instruction. Stores, by contrast, are issued

To resolve these issues, we decided to use instruction and dat%nly in the W stage after the commit point

RAM interfaces as shown irFigure 4a, instead of cache
interfaces. Rather than connecting these intedalirectly to the Therefore, because it would be very difficto undo any side
memory arrays, we route all instruction fetches, loads and storeseffects of special memory operations, they are also issued after the
to the tile interface logic (Load Store Unit), which converts them commit point in W stage, and the processor pipeline was extended
into actual control signals for memory blocks used in the current by 2 stages (U1 and U2 iRigure 4b) to have the same-@&scle
configuration. Special memory operats are sent to the interface latency for special load instructions.

logic through the TIE lookup port, which has the same latency as

the memory interfaces. If the data for a processor access is readgowever, having different issue stages for different memory

in 2 cycles, the interface logic sends it to the appropriate processo FperatgnsAclreadtefs”the_ memory _olr(?erp(;@bltim |IIu?tratt_ed in d
pins. If the reply datais not ready (e.gdue to cache miss, igurea. A load loflowing a special foad in the appiication code

arbitration conflict in tile crossbar or remote memory access), the IS seen by the memory system before the special load because it is

interface logic stalls the processor clock until the data is ready. |s_sue_d n the E stage. To prever)t sucfondering, we_added
pipeline interlo&ks between special memory operations and

The advantage of this approach is that the instruction and dateordinary loads and stores. An example of suohirdgerlock is

RAM interfaces are very simple: they consist of enable, write shown inFigure5b. The load is stalled in the D stage for £4leg
enable/byte enables, address and write data outputs and returto make sure the memory system sees it 1 cycle after the previous
data input. The meaning of the TIE port pins is defirlgd special load. One extra empty cycle is added between 2
instruction semantics described in TIE. Processor logic on the consecutive operations to simplify memory system logic for the
critical path is minimal. The interface logic is free to perform any case of synchronization stalls. This does not degrade performance
transformations with the virtual address supplied by the processor.significantly because such combinations of a special load
Moreover, the semantic interpretation of the TIE @atesses is  followed by a standard load are rare.

determined independently and can even be runtime configurable. . . . .
P y 9 This addition of such an interlock alters the semantics of the core

Adding special memory instructions to the architecture does addISA of the Tensilica processor and is outside of the allowed range
one complication. Special load instructions can modify metadata of user customizations. Yeve would not be able to implement

bits, i.e. they can alter the architectural statethef memory. our programmable memory system without Eortunately we
Standard load instructions do not have side effects, i.e. they do notvere able to work closely witffensiicdd s engi neter i ng
alter the architectural state of the memory system, and thereforeenable this change and get workarounds for the compiler issues
they can be executed by the processor as many times as necessatat ths change caused.

Loads might be reissued, for example, d&aexe of processor
exceptions as shown Figure4b: loads are issued to the memory
system at the end of the E stage, load data is returned to th
processor at the end of the M2 stage, while the processor commi

Another issue related to the interface between the Tensilica
processor and the memory system is timing. Processor designers
Hsually avoid stalling the processor clock on cache miss because it
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will always create a critical path. The dlogate signal is needed  processor goes through the flop in the interface logic and then
very early to compensate for the clock tree delay to avoid through the flop in the memory mat. In the reverse path, the
glitching the @ck. Instead modern machinetisable state output of the memory mat goes to the stall logic and determines
updates dr squashed instructions, ithe writeback stage of the  whether the processor clock should be stalled or not. To avoid
instruction that caused the cache miss. Unfortunately for us, theglitches on the processor clock, the output of the stall logic must
processor is a black bédxwe cannot change its internal operation go through a flop or latch clocked with an inverted clock. The
(except by adding features using TIE). Since weeve®nverting whole reverse path including memory mat, crossbar and stall logic
an SRAM interface into a cache interface, the only way to handle delays must fit in a half clock cycle. This half cycle path is the
cache misses was to stall the processor clock. We stall themost critical in the design and determines the clock cycle time. To
processor clock in the case of cache miss, crossbar arbitratiorrelax timing constraints, the processor is clocked wittinaerted
failure or offtile memory mat acces&igure6). While this is a clock: the delay of the reverse path must fit within the whole
clean functional solution, it does create a tight timing path. clock cycle, rather than just the half cycle. This shift does shorten
the time for the E stage to generate the results, but since the
processor does not limit the clock of this systehis path is fast
enough.

The tile timing is therefore determined by very tight timing
constraints on the processor clock signal as showFigare 6.
The forward path for the memory operation data issued by the
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5.2 Using a Register Windows Mechanism for overhead is typically quite small because speculative threads

Processor State Check-pointing usually have few privatized variables.
We leverage another feature of the Tensilica architecture to aidlf a speculative thread does not contain any function calls, the
implementation ofmodesthat support speculative execution. To register window will not move during the execution of the
checkpoint processor state at the beginning of speculativespeculative thread. As discussed, since the registers in the active
execution, previously proposed thrdagtel speculation (TLS)  window do not change, the recovery process afterspegulation
architectures modify the register renaming mechanism iroleut  is very rapid becauseno restoration of the register values is
order execution processd@j[43] or utilize a shadow register file ~ required. However, if there is a function call in the speculative
[15]. It is possible to accomplish the needed checkpoint with little loop body, the register window will be shifted by the function
overhead and almost no hardware support (no shadow registers) igall. If a violation is detected while the thread is in the middle of
a machine with register windows such as Tensilica. In order to the function call, the state of the register window must be
explain the proposed appmd , | et s consi de recovgrad corsectlyngor ghis gpdirpose, two instructions and a
windowed register file that consists of 64 physical registers, special registeare added to the processor for saving and restoring
divided into groups of four, with a iggister window beig Window Start and Window Base values atomically. In order to
visible at any timeFigure 7a shows the two registers that control keep the recovery operation simple and fastetteeption handler
the window mechanism. Window Start has one bit per group of for the window overflow is also modified to avoid spilling the
four registers, and indicates where a register window starts.registers wherthe executionis speculative. This way, it is not
Window Base is a pointer to the beginning of therent window necessary to read back the spilled values into the register file in
in Window Start. the case of violation; the window exception handler is simply
stalled until the thread becomes r&peculative and can commit

On each function call, as directed by the compiler, the register ;¢ changes to the memasystem.

window shifts ly 4, 8 or 12 registersF{gure 7b). Register

window overflow occurs when, aftshifting, Window Start has 1 In comparison with a shadow register file approach, our technique

within the current windowHigure 7c). In this case, an exception requires little extra hardware: a special registesave values of

handler is invoked to spill the registers over to the memory. Window Start and Window Base, and two new instructions. In
. ) comparison with a purely software apprbgevhich takes tens to

Whenthe processoruns a speculative thread, register values can 4 hyndred cycles), our technique is significantly faster: it requires

fall into one of the following categories: one instruction to save Window Start and Window Base and only

« constants, which are passed to the speculative thread and aré few store instructions for privatized variables, since a typical
not changed during execution; speculative thread rarely has mtian two privatized variables. It

o shared variables, which are modified by other thsest must should be noted that this checkpointing technique is not applicable
be read from me}nory before they are used for computation; to nonwindowed architectures such as MIPS, because function

« temporary values, which are alive only during the execution of C2llS may overwrite any register regardless of how it was used in
this thread: the caller function.

e privatized variables, such as loop induction variable or § 3 Software and Benchmarking Issues

reduction variables. In theory developing a custom processing core that exactly fits the
The first three categories dotmmeed to be saved at the starmof ~ architectural requirement of the system will provide better
speculative thread, since they are not changed at all or areperformance and better power efficiency than reusing atheff
reloaded or recalculated. To simplify the violation recovery shelf core. However, in practice thetter software development
process, we have forced privatized variables to go through infrastructure that accompanias existing core can easily allow
memory as well: the values are loadedt the start of the  the programmer to achieve higher application performance. The
speculation and are saved back to memory at the end. Software
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overall system performance is as depemdn the software tools  of optimization, compiled with optionsO3 andiipa (ipa stands
quality (compiler, linkergetc) a it is on the hardware. for inter-procedural analysis).

The availability of a highquality optimizing Tensilica compiler ~ The version compiled with the highest level of optation is
makes benchmarking of the architecture simpler and more approximately 4 times faster than the-aptimized version, and
credible. We did not have to resort to hamdling of 2.5 times faster than the version compiled with optiori. Also,
microbenchmarks [13], instead we could concentrate on at the highest level of optimization performance, the scaling of the
performance evaluation using applications such as SPEASH TCC version is noticeably worse: on afi®cesor configuration
[50], and the TCC version of SPLASHbenchmarkg31]. Not it is 1.62x slower than the shared memory version, while in the
surprisingly the level of compiler optimizations affected ca% of unoptimized codeKigure8a) it is only 1.35x slower than
benchmark performance and the way performance scaled withthe shared memomersion. Of course, these results are dependent
number of processors. on the cache configuration and details of our implementation of
TCC, which uses software in the runtime to implement part of the
. o . Oprotocol[41]. In fact most of this overhead comes from executing
versions of the same barnes application. One of them is theextra instructions during transaction commit. This overhead is less

original code from the SPLASH suite degined for shared than 10% inal fi tion for all ca
memory cacheoherent architectures (designated as CC), the 8)an 6 on a single processor configuration for all caSgsie

other is a versionof the same application converted for a
transactional memory architecture, Tq&l]. Figure 8a shows We spent significant effort trying to optimize and tune the
performance scaling for woptimized executables, compiled with  performance of the TCC version of barnésgure 9 shows
optioni OO0, and normalized to a shared memory version running performance scaling of the tuned version of barnes (TCC) versus
on a sigle processor. Similarlyf-igure 8b shows performance  the original version from[31] (designated asTCC frequent
scaling for executables compiled with optio@1. Finally, Figure commits). In simulatingthis application, it became clear that the
8c shows performance scaling for executables with highest leveloriginal TCC version did not scale well in the most optimized
case Figure 9c) because of the large number of commitsdiasi
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recursive function calls of the main computation loop. Elimination An 8-core (one quad) test chip was fabricated using ST
of these frequent unnecessary commits improved performance byMicroelectronics 90 nm technology. It contains four tiles, each
approximately 3x. with two Tensilica processors, and a shared protocol controller.
The total chip area is 60.5 nfmand contains 55 million
transistors. The chip successfully passed extensive testing, starting
from JTAG configuration, ofthip memoy readwrite tests, and
running scaledup application programs in the three target modes
of operation. We are currently working on bringing up- 32
processor system with 4 Smart Memories test chips.

Similarly, when we tried to compare streaming and shared
memory architectures using the Smart Memories infretre

[27] we found that the result of comparison is highly dependent
on the software optimizations of the benchmarks. In fact, many
streaming optimizations can be applied to a shared memory
version of the same benchmark with significant improvements in
performanceand energy dissipatiofrigure 10 shows normalized 6. CONCLUSIONS

execution time and ofthip memory traffic for a parallelized A preexisting extensible processor system, such as that provided
version of 179.art benchmark from the SPEC2000 sORIG is by Tensilica, can turn an otherwise unmanageable, overly

the original version; OPT1, OPT2 and OPT3 are successively ympitious architcture project into a feasible effort successfully

more optimized versions of the same applications (a detailed ;ompleted despite severely limited manpower resources.
description of the optimizations can be found2i][41]). While

the original shared memory version of 179.art is significantly For instance, building a successful computing system at a
slower than streaming, the most optimized shared memory versionuniversity has always been a difficult task. The most successful
has aproximately the same performance. Enabling this type of projects manage the amounit work required by focusing their

software tuning completely changed the conclusion about theeffort on a few core research issues, and try to leverage existing

importance of creating a streaming memory system. tools and techniques from others for the remaining-care
issues. This issue of focus has become especially acute in
5.4 Status and Lessons Learned building new processor systemshave the level of software

Clearly, no matter how much effort Tensilica or any other vendo infrastructure that is needed to create a useable platform is quite
put in to it, no offthe-shelf processing core would ever hold the large. It is for this reason that much of the work on
exact features required for a new architecture. However, with themultiprocessors has used existing ISAs and even processor
current generation of extensible processors we can come venboards, and why so many new architecture dematitsts are
close to that goal. With the ability to add new instructiamd based on the open source SPARC designs. Of course, the
ports (using TIE and TIE ports in the Tensilica system) and being downside of using an established ISA/architecture is that the new
willing to accept practical solutions with a few workarounds, new ideas become more difficult to realize.

architectures can be realized and can significantly benefit from
software tooling reuse. Especially important are dtenp
optimizations as those enable true comparisons of the new
architecture to well established ones.

When working on the reconfigurable Smart Memories project, we
used an extensible rqressor system that could produce a
customized processor and necessary software tools. While this
decision constrained many aspects of the overall system, it
Leveraging Tensilica cores asdftwarestack we implemented an  allowed us to focus on the design of the reconfigurable memory
extensible multprocessor architecture. Both the system simulator system and to successfully desigymd fabricate a test chip with a
and the RTL desigrwere tested to run with up to 32 active production quality software environment. The strong software
processors (four quads). Eventually, the architecture was validatedools made it easier to run more applications, but this just drove
against three specific models: caduherent shared memofy], home the point that the evaluation of new architecture is tricky.
streamind45] [21] and TCC[16]. Since the interaction betwe@pplication sharing patterns and the



underlying hardware capabilities can be surprising, it requires a[9] M. Cintra, et al. Architectural Support for Scalable

significant amount of work on application optimization and tuning
to get meaningful results.

Our current work continues to explore the potential oéesible

Speculative Parallelization in Shartemory
MultiprocessorsProceedings of the International
Symposium on Computer ArchitecglJune 2000.

processors. We have found that Smart Memories can provide thd10] A. Das, W. J. Dally, P. Mattso€ompiling for Stream

basis for evaluating a number of architectural ideas, since both
processor and memory system are highly flexible. This has led to

our current research in building a CMP generp@i. The idea is

to use the reconfigurable Smart Memories architecture as a virtual

prototyping platform that lets an application designer configure
memory operations, rptocols, and the underlying processor
instructions, to tune the machine for a specific application or
application class, while still maintaining hagh-quality software

development environment. Preliminary results indicate that this

approach could eate computing solutions that are orders of
magnitude more energy efficient than conventional approaches.
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