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• Growth of High Performance Computing 
(HPC) 
– Growth in processor performance 

• Chip density doubles every 18 months 

– Growth in commodity networking 
• Increase in speed/features + reducing cost 
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Current and Next Generation HPC Systems and 
Applications 
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High-End Computing (HEC): PetaFlop to ExaFlop 
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Expected to have an ExaFlop system in 2020-2022! 

100 
PFlops in 

2015 

1 EFlops in 
2018? 



Towards Exascale System (Today and Target) 

Systems 2014 
Tianhe-2 

2020-2022 Difference 
Today & Exascale 

System peak 55 PFlop/s 1 EFlop/s ~20x 

Power 18 MW 
(3 Gflops/W) 

~20 MW 
(50 Gflops/W) 

O(1) 
~15x 

System memory 1.4 PB 
(1.024PB CPU + 0.384PB CoP) 

32 – 64 PB ~50X 

Node performance 3.43TF/s 
(0.4 CPU + 3 CoP) 

1.2 or 15 TF O(1) 

Node concurrency 24 core CPU +  
171 cores CoP 

O(1k) or O(10k) ~5x  - ~50x 

Total node interconnect BW 6.36 GB/s 200 – 400 GB/s ~40x -~60x 

System size (nodes) 16,000 O(100,000) or O(1M) ~6x - ~60x 

Total concurrency 3.12M 
12.48M threads (4 /core) 

O(billion)  
 for latency hiding 

~100x 

MTTI Few/day Many/day O(?) 

Courtesy: Prof. Jack Dongarra  
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• DARPA Exascale Report – Peter Kogge, Editor and Lead 

• Energy and Power Challenge 
– Hard to solve power requirements for data movement 

• Memory and Storage Challenge 
– Hard to achieve high capacity and high data rate 

• Concurrency and Locality Challenge 
– Management of very large amount of concurrency (billion threads) 

• Resiliency Challenge 
– Low voltage devices (for low power) introduce more faults 
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Basic Design Challenges for Exascale Systems 
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Trends for Commodity Computing Clusters in the Top 500 
List (http://www.top500.org) 
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Drivers of Modern HPC Cluster Architectures 

 

• Multi-core processors are ubiquitous 

• InfiniBand very popular in HPC clusters 
•   

• Accelerators/Coprocessors becoming common in high-end systems 

• Pushing the envelope for Exascale computing   

 
 

 
 

 

Accelerators / Coprocessors  
high compute density, high performance/watt 

>1 TFlop DP on a chip  

High Performance Interconnects - InfiniBand 
<1usec latency, >100Gbps Bandwidth   

Tianhe – 2 (1) Titan (2) Stampede (6) Tianhe – 1A (10) 
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Multi-core Processors 
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• 207 IB Clusters (41%) in the November 2013 Top500 list   

      (http://www.top500.org) 

• Installations in the Top 40 (19 systems): 
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Large-scale InfiniBand Installations 

462,462 cores (Stampede) at TACC (7th) 70,560 cores (Helios) at Japan/IFERC (24th) 

147, 456 cores (Super MUC) in  Germany (10th) 138,368 cores (Tera-100) at France/CEA (29th) 

74,358 cores (Tsubame 2.5) at Japan/GSIC (11th) 60,000-cores, iDataPlex DX360M4 at 
Germany/Max-Planck (31st) 

194,616 cores (Cascade) at PNNL (13th) 53,504 cores (PRIMERGY) at Australia/NCI (32nd) 

110,400 cores (Pangea) at France/Total (14th) 77,520 cores (Conte) at Purdue University (33rd) 

96,192 cores (Pleiades) at NASA/Ames (16th) 48,896 cores (MareNostrum) at Spain/BSC (34th) 

73,584 cores (Spirit) at USA/Air Force (18th) 222,072 (PRIMERGY) at Japan/Kyushu (36th)  

77,184 cores (Curie thin nodes) at France/CEA (20th) 78,660 cores (Lomonosov) in Russia (37th ) 

120, 640 cores (Nebulae) at China/NSCS (21st) 137,200 cores (Sunway Blue Light)  in China 40th) 

72,288 cores (Yellowstone) at NCAR (22nd) and many more! 
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http://www.top500.org/
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Parallel Programming Models Overview 

P1 P2 P3 

Shared Memory 

P1 P2 P3 

Memory Memory Memory 

P1 P2 P3 

Memory Memory Memory 

Logical shared memory 

Shared Memory Model 

SHMEM, DSM 
Distributed Memory Model  

MPI (Message Passing Interface) 

Partitioned Global Address Space (PGAS) 

Global Arrays, UPC, Chapel, X10, CAF, … 

• Programming models provide abstract machine models 

• Models can be mapped on different types of systems 
– e.g. Distributed Shared Memory (DSM), MPI within a node, etc. 

• In this presentation, we concentrate on MPI, PGAS and 
Hybrid MPI+PGAS 



Designing Software Libraries for Multi-Petaflop 
and Exaflop Systems: Challenges  

Programming Models 
MPI, PGAS (UPC, Global Arrays, OpenSHMEM), 

CUDA, OpenACC, Cilk, Hadoop, MapReduce, etc. 

Application Kernels/Applications  

Networking Technologies 
(InfiniBand, 40/100GigE, 

Aries, BlueGene) 

 Multi/Many-core 
Architectures 

Point-to-point 
Communication 
(two-sided  & one-sided)  

Collective 
Communication  

Synchronization & 
Locks  

I/O & File 
Systems 

Fault 
Tolerance 

Communication Library or Runtime for Programming Models 
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Accelerators 
(NVIDIA and MIC) 

Middleware  
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Co-Design 
Opportunities 

and 
Challenges 

across Various 
Layers 

 

Performance 
Scalability 

Fault-
Resilience 



• High Performance open-source MPI Library for InfiniBand, 10Gig/iWARP, and RDMA 
over Converged Enhanced Ethernet (RoCE) 

– MVAPICH (MPI-1), MVAPICH2 (MPI-2.2 and MPI-3.0), Available since 2002 

– MVAPICH2-X (MPI + PGAS), Available since 2012 

– Support for GPGPUs and MIC 

– Used by more than  2,150 organizations  in 72 countries 

– More than 211,000 downloads from OSU site directly 

– Empowering many TOP500 clusters 
•  7th ranked 519,640-core cluster (Stampede) at  TACC 

• 11th  ranked 74,358-core cluster (Tsubame 2.5) at Tokyo Institute of Technology 

• 16th ranked 96,192-core cluster (Pleiades) at NASA  

• 105th ranked  16,896-core cluster (Keenland) at GaTech and  many others . . . 

– Available with software stacks of many IB, HSE, and server vendors including 
Linux Distros (RedHat and SuSE) 

– http://mvapich.cse.ohio-state.edu 

• Partner in the U.S. NSF-TACC Stampede System 

 

MVAPICH2/MVAPICH2-X Software 
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• Tuesday, May 6 – MPI-3 Additions to the MPI Spec 
– Updates to the MPI One-Sided Communication Model (RMA) 

– Non-Blocking Collectives 

– MPI Tools Interface 

• Wednesday, May 7 – MPI/PGAS Hybrid Programming 
– MVAPICH2-X: Unified runtime for MPI+PGAS 

– MPI+OpenSHMEM 

– MPI+UPC 

• Thursday, May 8 – MPI for many-core processor 
– MVAPICH2-GPU: CUDA-aware MPI for NVidia GPU 

– MVAPICH2-MIC Design for Clusters with InfiniBand and Intel Xeon 
Phi 
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Overall Webinar Outline 
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• 1:00pm-3:00pm Lecture/Webinar 
– Includes short Q&A (as we go along) 

• 3:00pm-4:30pm Hands-on time 
– Accounts have been created at OSC 

– Must have got this information ahead of time 

• Q&A on the following day (except for the last day when we 
will have Q&A from 4:00-4:30pm) 

• You can submit your questions using webinar tool 

• You can also send your questions by e-mail 
(panda@cse.ohio-state.edu and ktomko@osc.edu)  

• Will answer these offline 
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Logistics for Everyday 
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• Tuesday, May 6 – MPI-3 Additions to the MPI Spec 
– Updates to the MPI One-Sided Communication Model (RMA) 

– Non-Blocking Collectives 

– MPI Tools Interface 

• Wednesday, May 7 – MPI/PGAS Hybrid Programming 
– MVAPICH2-X: Unified runtime for MPI+PGAS 

– MPI+OpenSHMEM 

– MPI+UPC 

• Thursday, May 8 – MPI for many-core processor 
– MVAPICH2-GPU: CUDA-aware MPI for NVidia GPU 

– MVAPICH2-MIC Design for Clusters with InfiniBand and Intel Xeon 
Phi 
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Overall Webinar Outline 
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• Message Passing Library standardized by MPI Forum 
– C and Fortran 

• Goal: portable, efficient and flexible standard for writing 
parallel applications 

• Not IEEE or ISO standard, but widely considered “industry 
standard” for HPC application 

• Evolution of MPI 
– MPI-1: 1994 

– MPI-2: 1996 

– MPI-3.0: 2008 – 2012, standardized before SC ‘12 

– Next plans for MPI 3.1, 3.2, …., 4.0, …. 
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MPI Overview and History 
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• Point-to-point Two-sided Communication 

• Collective Communication 

• One-sided Communication 

• Job Startup 

• Parallel I/O 

Major MPI Features 
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• Power required for data movement operations is one of 
the main challenges 

• Non-blocking collectives 
– Overlap computation and communication 

• Much improved One-sided interface 
– Reduce synchronization of sender/receiver 

• Manage concurrency 
– Improved interoperability with PGAS (e.g. UPC, Global Arrays, 

OpenSHMEM) 

• Resiliency 
– New interface for detecting failures 

VSCSE-Day1 17 

How does MPI Plan to Meet Exascale Challenges? 



• Major features 
– Improved One-Sided (RMA) Model 

– Non-blocking Collectives 

– MPI Tools Interface 

• Specification is available from: 
http://www.mpi-forum.org/docs/mpi-
3.0/mpi30-report.pdf 

VSCSE-Day1 18 

New Features in MPI-3  

http://www.mpi-forum.org/docs/mpi-3.0/mpi30-report.pdf
http://www.mpi-forum.org/docs/mpi-3.0/mpi30-report.pdf
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Two-sided Communication Model 
HCA HCA HCA P 1 P 2 P 3 

HCA Send 

Data to P2 

HCA Send 

Data to P2 

Poll  HCA 

Recv from P3 

Recv from P1 

Poll  HCA 

Poll  HCA 

No Data 

Recv  Data from P3 

Recv  Data from P1 

Post Send Buffer 

Post Send Buffer 

Send to P2 

Send to P2 

Recv from P3 

Recv from P1 Post Recv 
Buffer 

Post Recv 
Buffer 
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One-sided Communication Model 
HCA HCA HCA P 1 P 2 P 3 

Write to P2 

Write to P3 

Write Data from P1 

Write data from P2 

Post to HCA 

Post to HCA 

Buffer at P2 Buffer at P3 

Global Region Creation 
(Buffer Info Exchanged) 

Buffer at P1 

HCA Write 

Data to P2 

HCA Write 

Data to P3 
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Improved One-sided (RMA) Model 
Process 

0 

Process
2 

Process 
1 

Process
3 

mem 

mem 

mem 

mem 

Process 0 

Private 
Window 

Public 
Window 

Incoming RMA Ops 

Synchronization 

Local Memory Ops 

Window 

• New RMA proposal has major improvements 

• Easy to express irregular communication pattern 

• Better overlap of communication & computation 

• MPI-2: public and private windows 
– Synchronization of windows explicit 

• MPI-2: works for non-cache coherent systems 

• MPI-3: two types of windows 
– Unified and Separate 

– Unified window leverages hardware cache coherence 



• Non-blocking one-sided communication routines  
– Put, Get  

– Accumulate, Get_accumulate 

– Atomics 

• Flexible synchronization operations to control initiation 
and completion 
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MPI-3 One-Sided Primitives 

MPI One-sided Synchronization/Completion Primitives  

Synchronization  Completion  Win_sync 

Lock/ 
Unlock 

Lock_all/ 
Unlock_all 

Fence 

Post-Wait/ 
 Start-Complete 

Flush 

Flush_all 

Flush_local 

Flush_local_all 



RMA Window Creation Models  

• MPI_WIN_CREATE 

      Expose a user allocated buffer to participating processes  

• MPI_WIN_ALLOCATE 

      MPI library allocates a buffer and expose to participating processes   

• MPI_WIN_ALLOCATE_SHARED 

      MPI library allocates a buffer that is shared by multiple processes on the same    

      node and exposes this buffer to participating processes  

• MPI_WIN_CREATE_DYNAMIC 

      No buffer is exposed when “window” is created. User could dynamically  

      add/remove buffer to/from the window 
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MPI_WIN_CREATE 
 

 

 

• Expose a memory region in an RMA window  

• Arguments: 

– base               local memory to expose   

– size                size of local memory in bytes (non-negative integer) 

– disp_unit      local unit size for displacements, in bytes (positive integer) 

– Info                info argument  (handle)  

– comm            communicator (handle) 

• Return value:    

– win                 window object returned by the call (handle)             
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int MPI_Win_create (void *base, MPI_Aint size, int disp_unit, MPI_Info info,  
       MPI_Comm comm, MPI_Win *win) 



MPI_WIN_ALLOCATE 
 

 

 

• MPI library allocate a memory region and exposes it in an RMA window  

• Arguments:  

– size                size of window in bytes (non-negative integer) 

– disp_unit      local unit size for displacements, in bytes (positive integer) 

– Info                info argument  (handle)  

– comm            intra-communicator (handle) 

• Return value:  

– baseptr          pointer to local memory region to expose 

– win                  window object returned by the call (handle) 
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int MPI_Win_allocate (void *base, MPI_Aint size, int disp_unit, MPI_Info info,  
       MPI_Comm comm, void *baseptr, MPI_Win *win) 



MPI_WIN_CREATE_DYNAMIC 
 

 

 

• Create an initially “empty” RMA window 

• Arguments:  

– Info                info argument  (handle)  

– comm            intra-communicator (handle) 

• Return value:  

– win                  window object returned by the call (handle) 

• Call MPI_Win_attach/detach to dynamically attach/detach memory to this 
window 
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int MPI_Win_create_dynamic ( MPI_Info info, MPI_Comm comm, MPI_Win *win) 
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Data Movement: 

• Read, write and atomically update data in window 
- MPI_GET 

- MPI_PUT 

- MPI_ACCUMULATE 

- MPI_GET_ACCUMULATE 

- MPI_COMPARE_AND_SWAP 

- MPI_FETCH_AND_OP 

 

 



Data Movement: Get 
 

 

 

 

• Move data from target window to origin memory   

• The data to read is at address: window_base + target_disp * disp_unit 

• Arguments:  

– origin_addr                                   initial address of origin buffer 

– origin_count/target_count        number of entries in origin/target buffer 

– origin_datatype/target_types   datatype of each entry in origin/target buffer  

– win                                                  window object used for communication  
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MPI_Get (void *origin_addr, int origin_count, MPI_Datatype origin_datatype,  
                  int target_rank, MPI_Aint target_disp, int target_count,  
          MPI_Datatype target_datatype, MPI_Win win) 



Data Movement: Put 
 

 

 

 

• Move data from origin memory  to target window 

• Arguments:  

– origin_addr                                   initial address of origin buffer 

– origin_count/target_count        number of entries in origin/target buffer 

– origin_datatype/target_types   datatype of each entry in origin/target buffer  

– win                                                  window object used for communication  
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MPI_Put (void *origin_addr, int origin_count, MPI_Datatype origin_datatype,  
                  int target_rank, MPI_Aint target_disp, int target_count,  
          MPI_Datatype target_datatype, MPI_Win win) 



Data Movement: Accumulate, Get_accumulate 
 

 

 

 

 

 

 

 

• Accumulate: element-wise atomic put    

• Get_accumulate: element-wise atomic read-modify-write 

• Predefined ops only, no user defined operations 
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MPI_Accumulate (void *origin_addr, int origin_count,  
     MPI_Datatype   origin_datatype,  int target_rank, MPI_Aint target_disp,  
     int target_count, MPI_Datatype target_datatype, MPI_Op op, MPI_Win win) 

MPI_Get_accumulate (void *origin_addr, int origin_count,  
     MPI_Datatype   origin_datatype, void *result_addr, int result_count, 
     MPI_Datatype result_dtype, int target_rank, MPI_Aint target_disp,  
     int target_rank, MPI_Aint target_disp, int target_count, MPI_Datatype   
     target_datatype, MPI_Op op, MPI_Win win) 



Atomics: Compare and Swap (CAS), Fetch and Op (FOP) 
 

 

 

 

 

 

• CAS: If target value is equal to the compared value, atomically swap the 
origin value   

• FOP: Combine data from origin_addr to data residing in target_addr 
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MPI_Compare_and_swap (void *origin_addr, void *compare_addr, 
     void *result_addr, MPI_Datatype datatype, int target_rank,  
     MPI_Aint target_disp, MPI_Win win) 

MPI_Fetch_and_op (void *origin_addr, void *result_addr, int result_count, 
     MPI_Datatype datadtype, int target_rank, MPI_Aint target_disp,  
     MPI_Op op, MPI_Win win) 
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RMA Synchronization 
 

 

 

 

 

 

 

 

• Data Access occurs within “epochs”  
- Defines ordering and completion semantics 

- Exposure epoch: enable processes to update a target’s window 

- Access epoch: enable origin process to issue a set of RMA operations 

• Active Target Synchronization 
- Fence & Post-start-complete-wait 

- Both origin process and target process are explicitly involved in the 
communication 

• Passive Target Synchronization (Lock) 
- The target process isn’t explicitly involved in the communication 



Synchronization: Fence 
 

 

• Collective synchronization operation, can be viewed as MPI_Barrier 

• Every process calls MPI_Win_fence to open an epoch 

• Every process can issue RMA operations to read/write data 

• Every process calls MPI_Win_fence to close an epoch 

• All operations are completed at the second fence call 
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MPI_Win_fence (int assert, MPI_Win win) 



Synchronization: Post-start-complete-wait 
 

 

 

 

 

• A group of processes participate in the transfer 

• Exposure epoch in target process:  
- Open the epoch by MPI_Win_post 
- Close the epoch by MPI_Win_wait  

• Access epoch in origin process:  
- Open the epoch by MPI_Win_start 
- Close the epoch by MPI_Win_complete 

• RMA operations complete at MPI_Win_complete 
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MPI_Win_post (MPI_Group group, int assert, MPI_Win win) 
MPI_Win_start (MPI_Group group, int assert, MPI_Win win) 
MPI_Win_complete (MPI_Win win) 
MPI_Win_wait (MPI_Win win) 



Synchronization: Lock 
 

 

 

• Only origin process calls synchronization calls 

• One process can call initiate multiple epochs to different processes 

• Lock type 

- SHARED: Other processes using sharing can access concurrently 

- EXCLUSIVE: No other processes can access concurrently  
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MPI_Win_lock (int lock_type, int rank, int assert, MPI_Win win) 
MPI_Win_unlock (int rank, MPI_Win win) 



Advanced Synchronization: Lock_all, Flush 
 

 

 

 

• Lock_all: shared lock to all other processes  

• Flush: remotely complete RMA operations to target process 

- Flush_all: remotely complete RMA operations to all processes 

• Flush_local: locally complete RMA operations to target process 

- Flush_local_all: locally complete RMA operations to all processes 
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MPI_Win_lock_all (int lock_type, int rank, int assert, MPI_Win win) 
MPI_Win_unlock_all (int rank, MPI_Win win) 
MPI_Win_flush/flush_all ( int rank, MPI_Win win) 
MPI_Win_flush_local/flush_local_all (MPI_Win win) 



Support for MPI-3 RMA Operations in OSU Micro-
Benchmarks (OMB)  

• A complete set of RMA benchmarks for all communication operations with 
different window creation and synchronization calls  

• Three window creation calls:  

- MPI_Win_create 

- MPI_Win_allocate 

- MPI_Win_create_dynamic 

• Six synchronization calls:  

- PSCW, Fence 

- Lock, Lock_all, Flush, Flush_local 

• OMB is publicly available from: 

 http://mvapich.cse.ohio-state.edu/benchmarks/ 
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Latest MVAPICH2 2.0rc1, Intel Sandy-bridge with Connect-IB (single-port) 
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• Network adapters can provide 
RDMA feature that doesn’t require 
software involvement at remote 
side 

• As long as puts/gets are executed 
as soon as they are issued, overlap 
can be achieved 

• RDMA-based implementations do 
just that  
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Overlapping Communication with MPI-3-RMA 



AWP-ODC Application 

• AWP-ODC, a widely used seismic 
modeling application 

• Runs on 100s of thousands of cores 

• Consumes millions of CPU hours every 
year on the XSEDE 

• Uses MPI-1, spends up to 30% of time in 
communication progress 

• Shows potential for improvement through 
overlap 

31% 

6% 63% 
Time spent in MPI_Waitall
Time spent in other MPI calls
Time spent in rest of the Application

Shakeout Earthquake Simulation 
Visualization credits: Amit Chourasia,  
Visualization Services, SDSC 
Simulation credits: Kim Olsen et. al. SCEC, 
Yifeng Cui et. al., SDSC 
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AWP-ODC - Seismic Modeling 

• The 3D volume representing the ground area is decomposed into 3D 
rectangular sub-grids  

• Each processor performs stress and velocity calculations, each element 
computed from values of neighboring elements from previous iteration 

• Ghost cells (two-cell- thick) are used to exchange boundary data with 
neighboring processes – nearest-neighbor communication 

 

 

View of 
XY plane 
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Exposing overlap in AWP-ODC 

 
• Note that computation of one component is independent of the others! 

• However, there are data dependencies between stress and velocity 

 

Calculating three velocity components 

Calculating six stress components 

•  Each property has multiple  
   components, each component    
   corresponds to a data grid 
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Re-design Using MPI-2 RMA 

post starts and  
issue non-blocking 
MPI_Put 

pre-post window  
(combined: u, v, w) 

issue complete  
and wait to finish 

MPI_Win_post(group, 0, window)  
! pre-posting the window to all neighbors  
 

MAIN LOOP IN AWM-ODC 
  Compute velocity component u    
  Start exchanging velocity component u  
  Compute velocity component v  
  Start exchanging velocity component v  
  Compute velocity component w  
  Start exchanging velocity component w  
  Complete Exchanges of u,v and w  
  MPI_Win_post(group, 0, window)  
  ! For the next iteration 
 
START EXCHANGE 
  MPI_Win_start(group, 0, window)    
  s2n(u1,north-mpirank, south-mpirank)  
  ! recv from south, send to north  
  n2s(u1, south-mpirank, north-mpirank)  
  ! send to south, recv from north  
  . . . repeat for east-west and up-down 
 
COMPLETE EXCHANGE 
  MPI_Win_complete(window) 
  MPI_Win_wait(window)   
  s2nfill(u1, window buffer, south-mpirank)  
  n2sfill(u1, window buffer, north-mpirank)  
  . . . repeat for east-west and up-down 
 

S2N 
  Copy 2 planes of data from variable to sendbuffer 
  ! copy north boundary excluding ghost cells 
  MPI_Put(sendbuffer, north-mpirank) 
 

S2NFILL 
  Copy 2 planes of data from window buffer to 
variable 
  ! copy into south ghost cells 
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MPI_Win_wait 

Process 0 Process 1 

MPI_Win_start 
MPI_Win_post 

MPI_Win_complete 

MPI_Put Overlapped 
Computation 

Overlapped 
Computation 
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Performance of AWP-ODC 
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• Experiments on TACC Ranger cluster 64x64x64 data grid per process – 

25 iterations – 32KB messages 

• On 4K processes 
• 11% with 2sided advanced, 12% with RMA 

• On 8K processes 
• 6% with 2sided advanced, 10% with RMA 



Analysis of achieved overlap 

• Our implementation can achieve nearly all available overlap for this 
particular algorithm at scale 

• This work was part of AWM-ODC’s entry as Gordon Bell Finalist at 
SC’ 10 

S. Potluri, P. Lai, K. Tomko, S. Sur, Y. Cui, M. Tatineni, K. Schulz, W. Barth, A. Majumdar and D. K. Panda - 
Quantifying Performance Benefits of Overlap using MPI-2 in a Seismic Modeling Application – International 
Conference on Supercomputing (ICS), June 2010. 
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• Major features 
– Improved One-Sided (RMA) Model 

– Non-blocking Collectives 

– MPI Tools Interface 
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New Features in MPI-3  



• Involves all processes in the communicator 
– Unexpected behavior if some processes do not participate 

• Different types 
– Synchronization 

• Barrier 

– Data movement 
• Broadcast, Scatter, Gather, Alltoall 

– Collective computation 
• Reduction 

• Data movement collectives can use pre-defined (int, float, 
char…) or user-defined datatypes (struct, union etc) 
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Collective Communication Operations 



Communicator 

• Broadcast a message from process with rank of "root" to 
all other processes in the communicator 

VSCSE-Day1 48 

Sample Collective Communication Routines 

int MPI_Bcast( void *buffer, int count, MPI_Datatype datatype, int root,  MPI_Comm comm ) 

Input-only Parameters 

Parameter Description 

count Number of entries in buffer 

datatype Data type of buffer 

root Rank of broadcast root 

comm Communicator handle 

Input/Output Parameters 

Parameter Description 

buffer Starting address of buffer 

root 



• Sends data from all processes to all processes 
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Sample Collective Communication Routines (Cont’d) 

int MPI_Alltoall (const void *sendbuf, int sendcount, MPI_Datatype sendtype, void *recvbuf, 
int recvcount, MPI_Datatype recvtype, MPI_Comm comm) 

Input-only Parameters 

Parameter Description 

sendbuf Starting address of send buffer 

sendcount Number of elements to send to each process 

sendtype Data type of send buffer elements 

recvcount Number of elements received from any process 

recvtype Data type of receive buffer elements 

comm Communicator handle 

Input/Output Parameters 

Parameter Description 

recvbuf Starting address of receive buffer 

T1 T2 T3 T4 

Sendbuf (Before) 

1 
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Problems with Blocking Collective Operations 
Application 

 Process 
Application 

 Process 
Application 

 Process 
Application 

 Process 
Computation 

Communication 

• Communication time cannot be used for compute 
– No overlap of computation and communication 

– Inefficient  



• Application processes schedule collective operation 

• Check periodically if operation is complete 

• Overlap of computation and communication => Better Performance 

• Catch: Who will progress communication  
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Concept of Non-blocking Collectives 
Application 

 Process 
Application 

 Process 
Application 

 Process 
Application 

 Process 

Computation 

Communication 

Communication 
 Support Entity 

Communication 
 Support Entity 

Communication 
 Support Entity 

Communication 
 Support Entity 

Schedule 
Operation 

Schedule 
Operation 

Schedule 
Operation 

Schedule 
Operation 

Check if 
Complete 

Check if 
Complete 

Check if 
Complete 

Check if 
 Complete 

Check if 
Complete 

Check if 
Complete 

Check if 
Complete 

Check if 
 Complete 



• Enables overlap of computation with communication 

• Non-blocking calls do not match blocking collective calls 
– MPI  may use different algorithms for blocking and non-blocking collectives 

– Blocking collectives: Optimized for latency 

– Non-blocking collectives: Optimized for overlap 

• A process calling a NBC operation 
– Schedules collective operation and immediately returns 

– Executes application computation code 

– Waits for the end of the collective  
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Non-blocking Collective (NBC) Operations 



• The communication progress by 
– Application code through MPI_Test 

– Network adapter (HCA) with hardware support 

– Dedicated processes / thread in MPI library 

• There is a non-blocking equivalent for each blocking 
operation  
– Has an “I” in the name 

• MPI_Bcast -> MPI_Ibcast; MPI_Reduce  -> MPI_Ireduce 
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Non-blocking Collective (NBC) Operations (Cont’d) 



MPI Non-Blocking Collectives 

• Examples 

– MPI_Ibcast, MPI_Iscatter, MPI_Iallgather, MPI_Ialltoall, etc. 

• Overlap collective communication routines with computation 

• Equivalent to MPI’s two-sided non-blocking calls 

– Similar to MPI_Isend/MPI_Irecv followed by MPI_Wait/MPI_Waitall 

• Request objects passed to MPI_I* calls and to subsequent wait 
calls 

• MPI ensures ordering of collectives moved into the `background' 

• Most of the semantics remain consistent with non-blocking point-
to-point routines 
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Example API 

• Allocate request and status object 

– MPI_Request allgather_request 

– MPI_Status allgather_status 

• Initiation call 

– MPI_Iallgather(sendbuf, sendcount, sendtype, recvbuf, recvcount, recvtype, Comm, 
&allgather_request); 

• Wait call 

– MPI_Wait(&allgather_request, &allgather_status) 
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Micro-benchmarks to Measure Overlap 

• IMB 4.0.0 includes micro-benchmarks to measure overlap offered 
by an MPI implementation's collectives 

• Methodology  

– Compute latency of the collective without any background computation = t_pure 

– Compute latency of the collective with background computation = t_overlapped 

–  % overlap = 100 - (100 * ((t_overlapped - t_pure)/t_pure))) 

• The background computation (t_CPU) is run for approximately the 
same time as pure latency 
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Sample Output 
• Definitions  

– Compute latency of the collective without any background computation = t_pure 

– Compute latency of the collective with background computation = t_overlapped 

–  % overlap = 100 - (100 * ((t_overlapped - t_pure)/t_pure))) 
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#bytes #repetitions t_ovrl[usec] t_pure[usec] t_CPU[usec] overlap[%] 

0 1000 3.94 1.68 1.99 0 

1 1000 68.84 43.2 49.86 48.57 

2 1000 68.31 43.91 50.37 51.56 

4 1000 72.15 47.15 54.17 53.85 

8 1000 81.35 52.03 60.16 51.27 
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Strong Overlap Example Benchmarks 
 • Pure case = Igatherv+Wait 

• Overlapped case = Igatherv+compute+Wait 

• Igather and Igatherv show good overlap due to combination of 
use of eager protocol and one-sided designs through InfiniBand 

58 

0

20

40

60

80

100

1 2 4 8 16 32 64 12
8

25
6

51
2 1K 2K 4K

O
ve

rla
p 

(%
) 

Message size (bytes) 

Igatherv 

8-process

32-process

128-process

0

10

20

30

40

50

60

70

1 2 4 8 16 32 64 12
8

25
6

51
2 1K 2K 4K

O
ve

rla
p 

(%
) 

Message size (bytes) 

Igather 

8-process

32-process

128-process

VSCSE-Day1 



void main() 

{ 

 MPI_Init() 

 ….. 

 MPI_Ialltoall(…) 

 Computation that does not depend on result of Alltoall 

 MPI_Test(for Ialltoall) /* Check if complete (non-blocking) */ 

 Computation that does not depend on result of Alltoall 

 MPI_Wait(for Ialltoall) /* Wait till complete (Blocking) */ 

 … 

 MPI_Finalize() 

} 
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How do I write applications with NBC? 



• Mellanox’s ConnectX-2 and ConnectX-3 adapters feature 
“task-list” offload interface 
– Extension to existing InfiniBand APIs  

• Collective communication with `blocking’ feature is usually a 
scaling bottleneck 
– Matches with the need for non-blocking collective in MPI 

• Accordingly MPI software stacks need to be re-designed to 
leverage offload in a comprehensive manner 

• Can applications be modified to take advantage of non-
blocking collectives and what will be the benefits? 

 

Collective Offload in ConnectX-2 and ConnectX-3 

60 
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Application 

Collective Offload Support in ConnectX InfiniBand 
Adapter (Recv followed by Multi-Send) 

• Sender creates a task-list consisting of only 
send and wait WQEs 

– One send WQE is created for each registered 
receiver and is appended to the rear of a 
singly linked task-list 

– A wait WQE is added to make the ConnectX-2 
HCA wait for ACK packet from the receiver 

VSCSE-Day1 

InfiniBand HCA 

Physical 
Link 

Send Q 

Recv Q 

Send CQ 

Recv CQ 

Data Data 

M
CQ

 MQ 
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Task List 
Send Wait Send Send Send Wait 



• P3DFFT with non-blocking all-to-all 

• HPL with non-blocking broadcast 

• PCG with non-blocking all-reduce 
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Three Case Studies 



Designing Scalable Offload Alltoall 
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Application Thread 

MPI_Init 

Offload Progress Thread 

MPI_Ialltoall 

MPI_Ialltoall 
returns 

MPI_Wait 

Compute 

Post-list; 
ibv_get_cq_e
vent() 

Trigger; 
Post-list; 

Ibv_get_cq_e
vent() 

Trigger; End 
of list;  
 
 

Create Task-List 

Alltoall Complete 
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Communication/Computation Overlap (Alltoall) 

65 

0
10
20
30
40
50
60
70
80
90

100

O
ve

rla
p 

 P
er

ce
nt

ag
e 

(%
) 

Message Length (Bytes) 

Alltoall-Offload
Alltoall-Host-Based-Test-10
Alltoall-Host-Based-Test-1000
Alltoall-Host-Based-Test-5000

                      256 Processes  
Alltoall-Offload delivers near perfect 
communication/computation overlap 

0

500

1000

1500

2000

2500

16K 32K 64K 128K 256K 512K 1M
La

te
nc

y 
(m

se
c)

 
Message Length (Bytes) 

Alltoall-Default-Host
Alltoall-Offload
Alltoall-Host-Based
Alltoall-Host-Based-Thread

                    256 Processes  
Alltoall-Offload delivers good overlap, 
without sacrificing on                               
communication latency! 

VSCSE-Day1 



P3DFFT Application Performance with Non-Blocking 
Alltoall based on CX-2 Collective Offload 
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P3DFFT Application Run-time Comparison. Overlap version with Offload-Alltoall does up to 
17% better than default blocking version 

K. Kandalla, H. Subramoni, K. Tomko, D. Pekurovsky, S. Sur and D. K. Panda, High-Performance and Scalable 
Non-Blocking All-to-All with Collective Offload on InfiniBand Clusters: A Study with Parallel 3D FFT, Int'l 
Supercomputing Conference (ISC), June 2011.  

128 Processes 
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17% 
Experimental Setup: 
•  8 core Intel  Xeon(2.53 GHz) 
12MB L3 Cache, 12 GB  Memory 
per node, 64 nodes 
 
• MT26428 QDR ConnectX-2, PCI-
Ex interfaces, 171-port Mellanox 
QDR switch 
 



• P3DFFT with non-blocking all-to-all 

• HPL with non-blocking broadcast 

• PCG with non-blocking all-reduce 

VSCSE-Day1 67 

Three Case Studies 



Design Choices for MPI_Ibcast 

• Flat-Offload (FO): Offload the entire broadcast operation  

• Two-Level-Host (TOH):   

        Inter-leader through offload channel 

        Intra-node through shared-memory (during MPI_Wait) 

        (Better for latency sensitive scenarios) 

• Two-Level-Offload (TOO):   

        Inter-leader through offload channel 

        Intra-node through offload loopback 

        (Can offer better overlap, if latency is not too critical) 
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Communication/Computation Overlap 
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HPL Performance  
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Host-based Throughput drops by about 7.9%  
Offload-Throughput drops by only about 3.9%  
 

Impact of Noise  

DGEMM Throughput degradation due to System Noise 

7.9% 

3.9% 

K. Kandalla, H. Subramoni, J. Vienne, S. Pai Raikar, K. Tomko, S. Sur and D. K. Panda, Designing Non-blocking 
Broadcast with Collective Offload on InfiniBand Clusters: A Case Study with HPL , HotI 2011 
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• P3DFFT with non-blocking all-to-all 

• HPL with non-blocking broadcast 

• PCG with non-blocking all-reduce 
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Three Case Studies 



PCG Solver Algorithms 

Default PCG_Solver  
Routine in Hypre 

PCG_Solver Algorithm2  

X = initial guess     
p= beta = 0;  r = b –Ax 
Solve C * p = r 
gamma = inner-prod(r, p)  
while(not converged) {  
      Matvec(A, p, s)                    /* s = A*p */  
      sdotp = inner-prod(s, p) 
      alpha = gamma/sdotp 
      gamma_old = gamma 
      x  = x + alpha * p                /* X_Axpy */ 
      r   = r – alpha * s                /* R_Axpy */  
      Solve C * s = r                    /* DiagScale */  
      i_prod   = inner-prod (r, r)  
      if(i_prod / bi_prod) {  
           if(converged)  {             /* Convergence Test */  
                break;  
           }  
       } 
       gamma = inner-prod (r, s) 
       beta = gamma/gamma_old 
       p      =  s + beta * p             /* P_Axpy */  
} 
 

http://www.netlib.org/lapack/lawnspdf/lawn60.pdf 

X = initial guess     
p=p_prev= beta = w= v= t= 0;  r = b –Ax 
C  = L. L(T)   ; t    = L(-1)*r          /* DiagInvScale */ 
gamma = inner-prod(t, t)  
while(not converged) {  
      w = L(-T) * t                           /* DiagInvScale */  
      p  = w + beta*p_prev          /* P_Axpy */  
      s  = A * p                              /* Matvec */  
      sdotp = inner-prod (s, p)   
      x  = x + alpha * p_prev       /* X_Axpy */  
      alpha = gamma/sdotp  
      r   = r – alpha * s                 /* R_Axpy */  
      i_prod = inner-prod (r, r ) 
      t = L(-1)  * r                            /* DiagInvScale */  
      gamma_old = gamma 
      gamma = inner-prod (t ,t ) 
      beta  =  gamma / gamma_old  
      If (i_prod / bi_prod ) {  
            if ( converged )  {     /* Convergence Test */  
                    break ;  
            }  
      }  
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Re-designing PCG Solver for Overlap 

PCG_Solver Algorithm2 Proposed PCG_Solver with Overlap 

X = initial guess; p=p_prev= beta = w= v= t= 0;   
r = b –Ax ; C  = L. L   ; t    = L(-1)*r 
gamma = init-inner-prod(t, t)            /* Init gamma */  
while(not converged) {  
      w = L(-1) * t                                    /* DiagInvScale */  
      gamma = wait-inner-prod (t, t)   /* wait gamma */  
      beta       = gamma / gamma_old  
      p  = w + beta*p_prev                   /* P_Axpy */  
      s  = A * p                                       /* Matvec */  
      init-inner-prod (s, p)                    /* init sdotp */  
      x  = x + alpha * p_prev                /* X_Axpy */  
      sdotp = wait-inner-prod(s, p)     /* wait sdotp */  
      alpha = gamma/sdotp  
      r   = r – alpha * s                          /* R_Axpy */  
      init-inner-prod(r, r)                      /* init iprod */  
      t = L(-1)  * r                                    /* DiagInvScale */    
      i_prod = wait-inner-prod (r, r )   /* Wait i_prod */  
      gamma_old = gamma 
      init-inner-prod (t ,t )                     /* Init gamma */ 
       If (i_prod / bi_prod ) {  
            if ( converged )  {            /* Convergence Test */  
                    break ;  
            }  
      }  
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X = initial guess     
p=p_prev= beta = w= v= t= 0;  r = b –Ax 
C  = L. L(T)   ; t    = L(-1)*r          /* DiagInvScale */ 
gamma = inner-prod(t, t)  
while(not converged) {  
      w = L(-T) * t                           /* DiagInvScale */  
      p  = w + beta*p_prev          /* P_Axpy */  
      s  = A * p                              /* Matvec */  
      sdotp = inner-prod (s, p)   
      x  = x + alpha * p_prev       /* X_Axpy */  
      alpha = gamma/sdotp  
      r   = r – alpha * s                 /* R_Axpy */  
      i_prod = inner-prod (r, r ) 
      t = L(-1)  * r                            /* DiagInvScale */  
      gamma_old = gamma 
      gamma = inner-prod (t ,t ) 
      beta  =  gamma / gamma_old  
      If (i_prod / bi_prod ) {  
            if ( converged )  {     /* Convergence Test */  
                    break ;  
            }  
      }  
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Pre-conditioned Conjugate Gradient (PCG) Solver Performance 
with Non-Blocking Allreduce based on CX-2 Collective Offload 
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Modified PCG with Offload-Allreduce performs 21% better than default PCG  

21.8% 

K. Kandalla, U. Yang, J. Keasler, T. Kolev, A. Moody, H. Subramoni, K. Tomko,  J. Vienne and D. K. Panda, Designing 
Non-blocking Allreduce with Collective Offload on InfiniBand Clusters: A Case Study with Conjugate Gradient 
Solvers, Accepted for publication at IPDPS ’12, May 2012. 
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• Major features 
– Improved One-Sided (RMA) Model 

– Non-blocking Collectives 

– MPI Tools Interface 
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New Features in MPI-3  
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MPI Tools Interface 

• Extended tools support in MPI-3, beyond the PMPI interface 
• Provide standardized interface (MPIT) to access MPI internal 

information 
• Configuration and control information 

• Eager limit, buffer sizes, . . .  
• Performance information 

• Time spent in blocking, memory usage, . . .  
• Debugging information 

• Packet counters, thresholds, . . .  
• External tools can build on top of this standard interface 
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Why PMPI is not good enough? 
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MPI Tools Information Interface (MPI_T) 

• Introduced in MPI 3.0 standard to expose internals of MPI to tools and 

applications 

• Generalized interface – no defined variables in the standard 

• Variables can differ between 

 - MPI implementations 

 - Compilations of same MPI library (production vs debug) 

 - Executions of the same application/MPI library 

 - There could be no variables provided 

• Control Variables (CVARS) and Performance Variables (PVARS) 

• More about the interface: mpi-forum.org/docs/mpi-3.0/mpi30-report.pdf 
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MPI Tools Information Interface (MPI_T) 
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Control Variables 

• Typically used to configure and tune MPI internals 

• Environment variables, configuration parameters, property settings, and 

feature toggles 
10 MVAPICH2 General Parameters  
 10.1 MV2_IGNORE_SYSTEM_CONFIG  
 10.2 MV2_IGNORE_USER_CONFIG  
 10.3 MV2_USER_CONFIG  
 10.4 MV2_DEBUG_CORESIZE  
 10.5 MV2_DEBUG_SHOW_BACKTRACE  
 10.6 MV2_SHOW_ENV_INFO  
 10.7 MV2_SHOW_CPU_BINDING  
11 MVAPICH2 Parameters (CH3-Based Interfaces)  
 11.1 MV2_ALLREDUCE_2LEVEL_MSG  
 11.2 MV2_CKPT_AGGREGATION_BUFPOOL_SIZE  
 11.3 MV2_CKPT_AGGREGATION_CHUNK_SIZE  
 11.4 MV2_CKPT_FILE  
 11.5 MV2_CKPT_INTERVAL  
 11.6 MV2_CKPT_MAX_SAVE_CKPTS  
 11.7 MV2_CKPT_NO_SYNC  
 11.8 MV2_CKPT_USE_AGGREGATION  
 11.9 MV2_DEBUG_FT_VERBOSE  
 11.10 MV2_CM_RECV_BUFFERS  
 11.11 MV2_CM_SPIN_COUNT  
 11.12 MV2_CM_TIMEOUT  
 11.13 MV2_CPU_MAPPING  
 11.14 MV2_CPU_BINDING_POLICY  
 11.15 MV2_CPU_BINDING_LEVEL  
 11.16 MV2_SHOW_CPU_BINDING  
 11.17 MV2_DAPL_PROVIDER  
 11.18 MV2_DEFAULT_MAX_SEND_WQE  
 11.19 MV2_DEFAULT_MAX_RECV_WQE  
 11.20 MV2_DEFAULT_MTU  
 11.21 MV2_DEFAULT_PKEY  
 11.22 MV2_ENABLE_AFFINITY  
 11.23 MV2_GET_FALLBACK_THRESHOLD  
 11.24 MV2_IBA_EAGER_THRESHOLD  
 11.25 MV2_IBA_HCA  
 11.26 MV2_INITIAL_PREPOST_DEPTH  
 11.27 MV2_IWARP_MULTIPLE_CQ_THRESHOLD  
 11.28 MV2_KNOMIAL_INTRA_NODE_FACTOR  

 11.29 MV2_KNOMIAL_INTER_NODE_FACTOR  
 11.30 MV2_LIMIC_GET_THRESHOLD  
 11.31 MV2_LIMIC_PUT_THRESHOLD  
 11.32 MV2_MAX_INLINE_SIZE  
 11.33 MV2_MAX_NUM_WIN  
 11.34 MV2_NDREG_ENTRIES  
 11.35 MV2_NUM_HCAS  
 11.36 MV2_NUM_PORTS  
 11.37 MV2_DEFAULT_PORT  
 11.38 MV2_NUM_SA_QUERY_RETRIES  
 11.39 MV2_NUM_QP_PER_PORT  
 11.40 MV2_RAIL_SHARING_POLICY  
 11.41 MV2_RAIL_SHARING_LARGE_MSG_THRESHO
LD  
 11.42 MV2_PROCESS_TO_RAIL_MAPPING  
 11.43 MV2_RDMA_FAST_PATH_BUF_SIZE  
 11.44 MV2_NUM_RDMA_BUFFER  
 11.45 MV2_ON_DEMAND_THRESHOLD  
 11.46 MV2_HOMOGENEOUS_CLUSTER  
 11.47 MV2_PREPOST_DEPTH  
 11.48 MV2_PREPOST_DEPTH  
 11.49 MV2_PROCESS_TO_RAIL_MAPPING  
 11.50 MV2_PSM_DEBUG  
 11.51 MV2_PSM_DUMP_FREQUENCY  
 11.52 MV2_PUT_FALLBACK_THRESHOLD  
 11.53 MV2_RAIL_SHARING_LARGE_MSG_THRESHO
LD  
 11.54 MV2_RAIL_SHARING_POLICY  
 11.55 MV2_RDMA_CM_ARP_TIMEOUT  
 11.56 MV2_RDMA_CM_MAX_PORT  
 11.57 MV2_RDMA_CM_MIN_PORT  
 11.58 MV2_REDUCE_2LEVEL_MSG  
 11.59 MV2_RNDV_PROTOCOL  
 11.60 MV2_R3_THRESHOLD  
 11.61 MV2_R3_NOCACHE_THRESHOLD  
 11.62 MV2_SHMEM_ALLREDUCE_MSG  
 11.63 MV2_SHMEM_BCAST_LEADERS  

 11.64 MV2_SHMEM_BCAST_MSG  
 11.65 MV2_SHMEM_COLL_MAX_MSG_SIZE  
 11.66 MV2_SHMEM_COLL_NUM_COMM  
 11.67 MV2_SHMEM_DIR  
 11.68 MV2_SHMEM_REDUCE_MSG  
 11.69 MV2_SM_SCHEDULING  
 11.70 MV2_SMP_USE_LIMIC2  
 11.71 MV2_SMP_USE_CMA  
 11.72 MV2_SRQ_LIMIT  
 11.73 MV2_SRQ_MAX_SIZE  
 11.74 MV2_SRQ_SIZE  
 11.75 MV2_STRIPING_THRESHOLD  
 11.76 MV2_SUPPORT_DPM  
 11.77 MV2_USE_APM  
 11.78 MV2_USE_APM_TEST  
 11.79 MV2_USE_BLOCKING  
 11.80 MV2_USE_COALESCE  
 11.81 MV2_USE_DIRECT_GATHER  
 11.82 MV2_USE_DIRECT_SCATTER  
 11.83 MV2_USE_HSAM  
 11.84 MV2_USE_IWARP_MODE  
 11.85 MV2_USE_LAZY_MEM_UNREGISTER  
 11.86 MV2_USE_LIMIC_ONE_SIDED  
 11.87 MV2_USE_RoCE  
 11.88 MV2_DEFAULT_GID_INDEX  
 11.89 MV2_USE_RDMA_CM  
 11.90 MV2_RDMA_CM_CONF_FILE_PATH  
 11.91 MV2_USE_RDMA_FAST_PATH  
 11.92 MV2_USE_RDMA_ONE_SIDED  
 11.93 MV2_USE_RING_STARTUP  
 11.94 MV2_USE_SHARED_MEM  
 11.95 MV2_USE_SHM_ONE_SIDED  
 11.96 MV2_USE_SHMEM_ALLREDUCE  
 11.97 MV2_USE_SHMEM_BARRIER  
 11.98 MV2_USE_SHMEM_BCAST  
 11.99 MV2_USE_SHMEM_COLL  
 11.100 MV2_USE_SHMEM_REDUCE  

 11.101 MV2_USE_SRQ  
 11.102 MV2_GATHER_SWITCH_PT  
 11.103 MV2_SCATTER_SMALL_MSG  
 11.104 MV2_SCATTER_MEDIUM_MSG  
 11.105 MV2_USE_TWO_LEVEL_GATHER  
 11.106 MV2_USE_TWO_LEVEL_SCATTER  
 11.107 MV2_USE_XRC  
 11.108 MV2_VBUF_POOL_SIZE  
 11.109 MV2_VBUF_SECONDARY_POOL_SIZE  
 11.110 MV2_VBUF_TOTAL_SIZE  
 11.111 MV2_SMP_EAGERSIZE  
 11.112 MV2_SMPI_LENGTH_QUEUE  
 11.113 MV2_SMP_NUM_SEND_BUFFER  
 11.114 MV2_SMP_SEND_BUF_SIZE  
 11.115 MV2_USE_HUGEPAGES  
 11.116 MV2_HYBRID_ENABLE_THRESHOLD  
 11.117 MV2_HYBRID_MAX_RC_CONN  
 11.118 MV2_UD_PROGRESS_TIMEOUT  
 11.119 MV2_UD_RETRY_TIMEOUT  
 11.120 MV2_UD_RETRY_COUNT  
 11.121 MV2_USE_UD_HYBRID  
 11.122 MV2_USE_ONLY_UD  
 11.123 MV2_USE_UD_ZCOPY  
 11.124 MV2_USE_LIMIC_GATHER  
 11.125 MV2_USE_MCAST  
 11.126 MV2_MCAST_NUM_NODES_THRESHOLD  
 11.127 MV2_USE_CUDA  
 11.128 MV2_CUDA_BLOCK_SIZE  
 11.129 MV2_CUDA_KERNEL_VECTOR_TIDBLK_SIZE
  
 11.130 MV2_CUDA_KERNEL_VECTOR_YSIZE  
 11.131 MV2_CUDA_NONBLOCKING_STREAMS  
 11.132 MV2_CUDA_IPC  
 11.133 MV2_CUDA_SMP_IPC  
12 MVAPICH2 Parameters (OFA-IB-Nemesis 
Interface)  
 12.1 MV2_DEFAULT_MAX_SEND_WQE  

 12.2 MV2_DEFAULT_MAX_RECV_WQE  
 12.3 MV2_DEFAULT_MTU  
 12.4 MV2_DEFAULT_PKEY  
 12.5 MV2_IBA_EAGER_THRESHOLD  
 12.6 MV2_IBA_HCA  
 12.7 MV2_INITIAL_PREPOST_DEPTH  
 12.8 MV2_MAX_INLINE_SIZE  
 12.9 MV2_NDREG_ENTRIES  
 12.10 MV2_NUM_RDMA_BUFFER  
 12.11 MV2_NUM_SA_QUERY_RETRIES  
 12.12 MV2_PREPOST_DEPTH  
 12.13 MV2_RNDV_PROTOCOL  
 12.14 MV2_R3_THRESHOLD  
 12.15 MV2_R3_NOCACHE_THRESHOLD  
 12.16 MV2_SRQ_LIMIT  
 12.17 MV2_SRQ_SIZE  
 12.18 MV2_STRIPING_THRESHOLD  
 12.19 MV2_USE_BLOCKING  
 12.20 MV2_USE_LAZY_MEM_UNREGISTER  
 12.21 MV2_USE_RDMA_FAST_PATH  
 12.22 MV2_USE_SRQ  
 12.23 MV2_VBUF_POOL_SIZE  
 12.24 MV2_VBUF_SECONDARY_POOL_SIZE  
 12.25 MV2_VBUF_TOTAL_SIZE  
 12.26 MV2_RUN_THROUGH_STABILIZATION  
13 MPIRUN_RSH Parameters  
 13.1 MV2_COMM_WORLD_LOCAL_RANK  
 13.2 MV2_COMM_WORLD_LOCAL_SIZE  
 13.3 MV2_COMM_WORLD_RANK  
 13.4 MV2_COMM_WORLD_SIZE  
 13.5 MV2_FASTSSH_THRESHOLD  
 13.6 MV2_NPROCS_THRESHOLD  
 13.7 MV2_MPIRUN_TIMEOUT  
 13.8 MV2_MT_DEGREE  
 13.9 MPIEXEC_TIMEOUT  
 13.10 MV2_DEBUG_FORK_VERBOSE> 
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Performance Variables (PVARS) 

• Insights into performance of an MPI library 

• Highly-implementation specific 

• Memory consumption, timing information, resource-usage, 

data  transmission information 

• Per-call basis or an entire MPI job 
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MPI_T usage semantics 

• Interface intended for tool developers and performance tuners 

• Generally will do *anything* to get the data 

• Are willing to support the many possible variations 

• Support for different roles – USER/TUNER/MPIDEV 

• Can be called from user code 

• Useful for setting control variables for performance 

• Documenting settings for understanding performance 

• However, care must be taken to avoid code that is not portable 

 

  *Incorrect use can also lead to poor performance!* 
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MPI_T usage semantics 

Initialize MPI-T 

Get #variables 

Query Metadata 

Allocate Session 

Allocate Handle 

Read/Write/Reset 
Start/Stop var 

Free Handle 

Finalize MPI-T 

Free Session 

Allocate Handle 

Read/Write var 

Free Handle 

Performance 
Variables 

Control 
Variables 

int MPI_T_init_thread(int required, int *provided); int MPI_T_cvar_get_num(int *num_cvar); 
int MPI_T_cvar_get_info(int cvar_index, char *name, int *name_len, int *verbosity, 
   MPI_Datatype *datatype, MPI_T_enum *enumtype, 
   char *desc, int *desc_len, int *bind, int *scope); 

int MPI_T_pvar_session_create(MPI_T_pvar_session *session); int MPI_T_pvar_handle_alloc(MPI_T_pvar_session session, int pvar_index, 
  void *obj_handle, MPI_T_pvar_handle *handle, int *count); 

int MPI_T_pvar_start(MPI_T_pvar_session session, MPI_T_pvar_handle handle); 
int MPI_T_pvar_read(MPI_T_pvar_session session, MPI_T_pvar_handle handle, void* buf); 
int MPI_T_pvar_reset(MPI_T_pvar_session session, MPI_T_pvar_handle handle); 

int MPI_T_pvar_handle_free(MPI_T_pvar_session session, MPI_T_pvar_handle *handle); int MPI_T_pvar_session_free(MPI_T_pvar_session *session); int MPI_T_finalize(void); 
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Delving into the Variable Metadata 

 
MPI_T_pvar_get_info( 

int index,   /* index of variable to query */ 
char *name,  
int *name_len, /* unique name of variable */ 
int *verbosity,   /* verbosity level of variable */ 
int *varclass,  /* class of the performance variable */ 
MPI_Datatype *dt,  /*MPIT datatype representing variable*/ 
int *enumtype,  /* number of datatype elements */ 
char *desc,  
int *desc_len,   /* optional description */ 
int *bind,  /* MPI object to be bound */ 
int *readonly,  /* is the variable read only */ 
int *continuous, /* can the variable be started/stopped or not */ 
int *atomic  /* does this variable support atomic read/reset */ 
) 
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Session-based Profiling 

 • Multiple libraries and/or tools may use MPI_T 
- Avoid collisions and isolate state 
- Separate performance calipers 

• Concept of MPI_T performance sessions 
- Each “user” of MPIT allocates its own session 
- All calls to manipulate a variable instance reference this session 
 

MPI_T_pvar_session_create (MPI_T_pvar_session *session) 
 - Start a new session and returns session identifier 
MPI_T_pvar_session_free (MPI_T_pvar_session *session) 
 - Free a session and release resources 
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Starting/Stopping Variables 

 • Variables can be active (started) or disabled (stopped) 
 - Typical semantics used in other counter libraries 
 - Easier to implement calipers 
 

• All variables are stopped initially (if possible) 
 
 
 
MPI_T_pvar_start(session, handle) 
MPI_T_pvar_stop(session, handle) 

 - Start/Stop variable identified by handle 
 - Effect limited to the specified session 
 - Handle can be MPI_T_PVAR_ALL_HANDLES to start/stop all valid 
    handles in the specified session 
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Reading/Writing Variables 

 MPI_T_pvar_read(session, handle, void *buf) 

MPI_T_pvar_write(session, handle, void *buf) 

- Read/write variable specified by handle 

- Effects limited to specified session 

- Buffer buf treated similar to MPI message buffers 

Datatype and count provided by get_info and handle_allocate calls 

MPI_T_pvar_reset(session, handle) 

 - Set value of variable to its starting value 

MPI_T_PVAR_ALL_HANDLES allowed as argument 

MPI_T_pvar_readreset(session, handle, void *buf) 

- Combination of read & reset on same (single) variable 

- Must have the atomic parameter set in MPI_T_pvar_get_info 
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MPI_T Verbosity levels 

 MPIT Verbosity Constants Level Descriptions 
MPI_T_VERBOSITY_USER_BASIC Basic information of interest for end users 

MPI_T_VERBOSITY_USER_DETAIL Detailed information –” – 

MPI_T_VERBOSITY_USER_ALL All information –” – 

MPI_T_VERBOSITY_TUNER_BASIC Basic information required for tuning 

MPI_T_VERBOSITY_TUNER_DETAIL Detailed information –” – 

MPI_T_VERBOSITY_TUNER_ALL All information –” – 

MPI_T_VERBOSITY_MPIDEV_BASIC Basic information for MPI developers 

MPI_T_VERBOSITY_MPIDEV_DETAIL Detailed information –” – 

MPI_T_VERBOSITY_MPIDEV_ALL All information 

• Constants are integer values and ordered 
• Lowest value: MPIT_VERBOSITY_USER_BASIC 
• Highest value: MPIT_VERBOSITY_MPIDEV_ALL 
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Binding MPI_T variables to MPI Objects 

 
MPI_T_BIND_NO_OBJECT  applies globally to entire MPI process 

MPI_T_BIND_MPI_COMM  MPI communicators 

MPI_T_BIND_MPI_DATATYPE  MPI datatypes 

MPI_T_BIND_MPI_ERRHANDLER MPI error handlers 

MPI_T_BIND_MPI_FILE  MPI File handles 

MPI_T_BIND_MPI_GROUP  MPI groups 

MPI_T_BIND_MPI_OP  MPI reduction operators 

MPI_T_BIND_MPI_REQUEST  MPI requests 

MPI_T_BIND_MPI_WIN  MPI windows for one-sided communication 

MPI_T_BIND_MPI_MESSAGE  MPI message object 

MPI_T_BIND_MPI_INFO  MPI info object 
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MPI_T support with MVAPICH2 

Memory Usage: 
- current level 

- maximum watermark 

Registration cache: 
- hits 

- misses 

Pt-to-pt messages: 
- unexpected queue length 

- unexp. match attempts 
- recvq. length 

Shared-memory: 
- limic/ CMA 

- buffer pool size & usage 

Collective ops: 
- comm. creation 

- #algorithm invocations 
[Bcast – 8; Gather – 10] 

… 

InfiniBand N/W: 
- #control packets 

- #out-of-order packets 

• Initial focus on performance variables 

• Variables to track different components within the MPI library 
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MPI_T support with MVAPICH2 

PVAR profiling data for a 16-process run of OMB Broadcast latency benchmark 



MPI_T_init_thread(..) 

MPI_T_cvar_get_info(MV2_EAGER_THRESHOLD) 

if (msg_size < MV2_EAGER_THRESHOLD + 1KB) 

 MPI_T_cvar_write(MV2_EAGER_THRESHOLD, +1024) 

MPI_Send(..) 

MPI_T_finalize(..) 
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Co-designing Applications to use MPI-T 

Example Pseudo-code: Optimizing the eager limit dynamically: 
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Evaluating Applications with MPI-T 
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Unexpected message profile (UH3D) 

• Users can gain insights into application 
communication characteristics! 
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Hands-on Exercises 



RMA 

• Use OMB as reference to finish those two exercises 

1. Write a program with two processes. Process 1 issues atomic  
Fetch_and_op and MPI_Put operations to  Process 0. Use 
MPI_Win_create  to create the window and 
MPI_Win_lock/unlock for synchronization  

2. Write a program with multiple processes. Process 1, 2 and 3 
write their rank number into Process 0’s window. Each process 
issues Fetch_and_op to get the displacement unit from Process 
0. In the end, Process 0 prints out all  rank info.  
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Non-Blocking Collectives 

• A sample synthetic benchmark on how to use a non-
blocking collective is provided in the exercise folder on OSC 
machine 

• Using this as a template, for the MPI program provided 
perform the following: 

– Identify which of the computation and communication phases can 
be overlapped 

– Modify the program to use one of the non-blocking collectives to 
overlap these two phases and measure the benefits 
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MPI-T Interface 

• Using the MPI_T interface, write a program to query and 
enumerate the list of performance variables exposed by an 
MPI-3.0 compliant implementation. 

 
• As explained in the webinar, MVAPICH2 exposes its internal 

memory-utilization information to MPT_T as a PVAR 
(“mem_allocated”). Modify the broadcast latency benchmark 
provided with the OSU Micro-Benchmark (OMB) suite to profile 
the amount of memory used for the duration of the benchmark.  
Print the minimum, maximum, and average memory utilized by 
all the ranks participating in a single execution of the 
benchmark. 
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Solutions and Guidelines 

• Solutions for these exercises available at: 
           /nfs/02/w557091/mpi3-exercises/ 
 
• See README file inside the above folder for Build and 

Run instructions 
 



• Tuesday, May 6 – MPI-3 Additions to the MPI Spec 
– Updates to the MPI One-Sided Communication Model (RMA) 

– Non-Blocking Collectives 

– MPI Tools Interface 

• Wednesday, May 7 – MPI/PGAS Hybrid Programming 
– MVAPICH2-X: Unified runtime for MPI+PGAS 

– MPI+OpenSHMEM 

– MPI+UPC 

• Thursday, May 8 – MPI for many-core processor 
– MVAPICH2-GPU: CUDA-aware MPI for NVidia GPU 

– MVAPICH2-MIC Design for Clusters with InfiniBand and Intel Xeon 
Phi 
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Plans for Wednesday and Thursday 
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