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Outline

• Introduction 

• Concurrency and Parallelism

• Current and future many/multi-core architectures

• Software to Support Parallelism

• Metrics
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General Comments

• Treat all examples suspiciously – they may well be wrong 

(silly syntax errors)

• Feel free to ask questions and any time

• Feel free to provide feedback to help improve lectures

• Feel free to ask for a change of focus

• Enjoy
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Concurrency & Parallelism

Code with multiple, interacting threads may be used because

• It is more convenient to write code this way – even on a 

uniprocessor: Concurrent Computing

– OS code, GUI, OLTP, server code

– reactive, event driven code

• The code runs on a geographically distributed system: 

Distributed Computing

– web

• We want to run faster by using more processors: Parallel 

Computing

• We focus on the later

6



Goal

• Write applications that can leverage the performance of 

multicore systems

• Write applications that run faster when Intel comes out with 

a new chip that has more cores

– application must be parallel

– application must be able to use an arbitrary number of cores 

(within limits)

– application should be able to leverage various accelerators (e.g., 

vector instructions)
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Hardware Evolution – Moore’s 

Law
• Feature size decreases exponentially
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VLSI Scaling – Theory (Carver & 

Mead)
• Feature size decreases by .

• Transistor density increases by 2 (no change in die size)

• Voltage decreases by .

• Clock frequency increases by 

• Energy consumption stays constant (leakage is not 

significant
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CMOS Evolution -- Practice

• Vendors have pushed thread performance faster than 

implied by scaling theory:

– Extra transistors have been used to enhanced microarchitecture

• deeper pipelines, larger caches, branch prediction…

• increased IPC

– Voltage has scaled down more slowly

– Clock rate has scaled up faster

– Energy consumption has increased

– Leakage power has become significant
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Clock Evolution
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Voltage Evolution
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Die Size Evolution
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Device Count Evolution
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Power Per Chip
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The Memory Wall (1)

• Memory bandwidth increases more slowly than CPU Performance
– 25% vs. 59% CAGR
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The Memory Wall (2)

• Memory Latency increases much more slowly than CPU 

performance

– 5.5% vs. 59% CAGR
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Single Thread Performance Wall

• Cannot increase clock rate

– would increase power dissipation

• Cannot increase IPC

– Cache misses have become relatively more expensive

– Diminishing returns on “tricks” to avoid miss penalties

• Need more parallelism in executing code

– SIMD Single Instruction, Multiple Data – e.g., vector operations

– MIMD Multiple Instructions, Maultiple Data – e.g., multithreading 

• Cannot extract parallelism without user support

• Increased transistor count will be used in coming years to build 

parallel systems on a chip that will run explicitly parallel code
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Parallel Hardware

• Simultaneous Multi-Threading (SMT)
– multiple instruction streams executing on one core (multiple 

register files sharing same instruction units)

– better use of core resources

– slower execution, per stream

• Multicore
– multiple independent processors per chip; shared memory

– shared memory bandwidth is possible bottleneck

• Vector instructions
– E.g., Intel SSE (processing 128 bits in one instruction)

• Accelerators
– E.g., GPUs
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Example 1 – Sun Niagara II

• 8 cores

• 4 threads per core

• Private L1, shared 

L2
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Example 2 – Intel Nehalem

• 8 cores

• 2 threads per cores

• SSE4 vector unit per 

core

• Private L1

• L2 shared by pair of 

cores (?)

• L3 shared
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Future Evolution

• Number of cores per chip double every 18-24 months
– 128 – 256 cores in 2015

• Cores may be heterogeneous
– fat and thin cores

– GPU-like streaming accelerators

• Non Uniform Cache Architecture (NUCA)
– faster (smaller) caches shared by fewer cores

– possibly non coherent caches (coherence within smaller 
subdomains)

• Varying performance in time and space
– power management

– error recovery and fault masking
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Hardware Performance 

Bottlenecks
• SMT -- more threads, with 

lesser performance: is this 
a worthwhile tradeoff?

• Vector units: is the code 
vectorized?

• Cores: Do we suffer from 
cache misses?

• Multicore: Do we keep all 
cores busy?

• Memory: Do cores interfere 
with each other in shared 
memory accesses?
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It’s the Memory, Stupid

• Most performance bottlenecks have to do with data 

movement – most optimizations have to do with locality

– Temporal locality

– Spatial locality

– Processor locality

• No access by another core to data used by one core

• Including avoidance of false sharing
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Resource Allocation

Process: 

– address space, file descriptors, queues, pipes, etc.

– code

– one or more kernel threads
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Resource Allocation

Thread: 
– stack pointer,  registers, signals, 

– scheduled by kernel 

– can block on system call or be preempted at time slice

– can migrate from one HW thread to another

– all threads within one process share memory (each may also have private storage)
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Resource Allocation

Fiber: 
– stack pointer,  registers – no system state

– scheduled by user library onto pool of kernel threads
• library provided with OS or with parallel language runtime

– nonpreemptive -- has to complete or yield

– (blocking system call blocks executing kernel thread)
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(kernel) threads

fibers (user threads, tasks)



Fiber vs. Kernel Thread

 Overhead for creation and scheduling much lower
― Lighter object

― Collaborating objects (yield, not interrupt)

 Scheduling policy can be application/programming model dependent

 Hard to schedule onto resources that come and go.

 Blocking system calls blocks all fibers scheduled on thread

• When fibers are used
– Avoid, as much as possible, blocking system calls 

– Make sure, to the greatest possible extent, that each kernel thread runs 
continuously in one place
• One kernel thread per HW thread

• Affinity scheduling

• high priority

• left over resources for background activities 

30



Scheduling Policies for Fibers (1)

• Central queue

– a thread appends a newly created fiber to the queue

– an idle thread pick a fiber from the queue

– possible optimizations: chunk small fibers; use LIFO queue
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Scheduling Policies for Fibers (2)

• Work Stealing

– a thread appends a newly created fiber to local queue

– an idle thread picks a fiber from its local queue

– if local queue is empty, it steals a fiber from another queue
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• Less communication than with central queue

• Better locality
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Parallel Computing is (at least) 2 

Dimensional

• Sequential computing: to first approximation, compute 

time is proportional to number of instructions executed.

• Parallel computing: we care about

– total number of instructions – Work

– average level of parallelism – Width

– critical path length in computation – Depth
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Inherently Sequential

• Pregnancy

– Work = 9 months

– Depth = 9 months

– Width =1
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Inherently Parallel
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• Painting a fence:

• Work = (picket_painting_time) * (# pickets)

• Width = (# pickets) / (painter_width)



Granularity
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• Average task size

– Cannot be too small

― Too many painters spoil the fence



A Parallel Computation = Tasks + 

Dependencies
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c1 = a1+a2 c2 = a3+a4 c3 = a5+a6 c4 = a7+a8

c1 += c2 c3 += c4

c1 += c3

Work = N-1

Depth = log N

Grain = 1

Minimum depth log(N) and work N-1 for the sum of N numbers

Parallel Reduction (sum of N numbers)



Other “Equivalent” Parallel 

Computation
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c1 = a1+a2

c1 += a3

c1 += a4 

c2 = a5+a6

c2 += a7

c2 += a8

c1 += c2



Yet Another

• Same result – assuming operations 

are associative 
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c1 = a1+a2

c1 += a3

c1 += a4

c1 += a5

c1 += a6

c1 += a7

c1 += a8

Work = N-1

Depth = N-1

Sequential reduction



How Long Does It Take to 

Compute?

• Assume p hardware threads; ignoring costs of creating and 

scheduling fibers

– First algorithm (logarithmic reduction) is optimal 

• But fiber creation and scheduling takes 1000’s of 

instructions

– Last algorithm (sequential sum) is optimal (until we sum >> 1000 

numbers)

41

max( / , ) /W ork p Depth T Depth W ork p



A More Accurate Analysis

• Theory: remember to attach cost to “edges”

– cost of creating & scheduling a fiber

– cost of communicating data

• Practice: make sure that fiber size is large w.r.t. fiber 

scheduling overhead

– coarse granularity
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c1 = a1+a2 c2 = a3+a4 c3 = a5+a6 c4 = a7+a8

c1 += c2 c3 += c4

c1 += c3



More Terminology

• Running Time Tp(N) – function of p, number of HW threads,

and N, problem size.

– Often fix problem size N, and look at running time, as function of p.
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T

p

after some point, 

more processors do 

not help



Speedup (Simple)

• Measure of how much faster the computation executes 

versus the best serial code

• Serial time divided by parallel time

• Example: Painting a picket fence

• 30 minutes of preparation (serial)

• One minute to paint a single picket

• 30 minutes of cleanup (serial) 

• Thus, 300 pickets takes 360 minutes (serial time)
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Computing Speedup

Number of 
painters

Time Speedup

1 30 + 300 + 30 = 360 1.0X

2 30 + 150 + 30 = 210 1.7X

10 30 + 30 + 30 =   90 4.0X

100 30 + 3 + 30 =   63 5.7X

Infinite 30 + 0 + 30 =   60 6.0X

What if fence owner uses spray gun to paint 300 
pickets in one hour?
– Better serial algorithm

– If no spray guns are available for multiple workers, what is maximum parallel 
speedup?
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Illustrates 
Amdahlôs Law

Potential speedup 
is restricted by 
serial portion

Speedup and Efficiency



Speedup

• T1(N)/Tp(N)

– Speedup is most often sub-linear
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Speedup

Ideal Speedup



Efficiency

• Measure of how effectively computation 

resources (threads) are kept busy
• Speedup divided by number of threads

• Expressed as average percentage of non-idle time

Number of 
painters

Time Speedup Efficiency

1 360 1.0X 100%

2 30 + 150 + 30 = 210 1.7X 85%

10 30 + 30 + 30 =   90 4.0X 40%

100 30 + 3 + 30 =   63 5.7X 5.7%

Infinite 30 + 0 + 30 =   60 6.0X very low
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Speedup and Efficiency



Efficiency

• T1(N)/(pTp(N))

– Efficiency is <1 and decreasing, usually
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Summary

• Discussed where multicore systems are and where they go

• Described the software stack that supports parallelism on a 

multicore system

• Introduced standard terminology



Illinois: Parallel is Us


