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Abstract

High performancenterconnectsud asin niBand (IB)
haveenabledarge scaledeploymentsf High Performance
Computing(HPC) systemsHigh performancecommunica-
tion and IO middlevare sud asMPIl andNFSover RDMA
have also beenredesignedo leverage the performance
of thesemoderninterconnects. With the adventof long
haul In niBand (IB WAN), IB applicationsnowhaveinter-
clusterreacdhes.Whilethistechnolagyis intendedo enable
high performancenetworkconnectivityacrossWAN links,
it is importantto study and characterizethe actual per
formancethat the existing IB middlewvare achieve in these
emeging IB WAN scenarios.

In this paper we study and analyzethe performance
characteristicsof the following threeHPC middleware: (i)
IPoIlB (IP trafc over IB), (i) MPI and (iii) NFS over
RDMA. We utilize the ObsidianIB WAN routers for inter-
clusterconnectivity Our resultsshowthat manyof the ap-
plicationsabsorbsmallernetworkdelaysfairly well. How-
ever, mostapproadesget severely impactedin high delay
scenarios. Further, communicationprotocols needto be
optimizedin higherdelayscenarioso improve the perfor
mance In this paper we proposeseveral sut optimiza-
tions to improve communicatiorperformance Our exper
imental resultsshowthat techniquessud as WAN-awae
protocols transferringdatausinglarge messges(messge
coalescing)and using parallel data streamscan improve
the communicatiorperformanceg(upto 50%) in high delay
scenarios.Ovenll, theseresultsdemonstate that IB WAN
technologiescan enableclusterof-clustes architecture as
a feasibleplatformfor HPC systems.
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1. Intr oduction

Ever increasingdemandsfor High PerformanceCom-
puting (HPC) systemsand high performanceo costratios
have led to the growth and popularity of commodityclus-
ters.Moderninterconnectsike In niBand have immensely
enhancedhe performancechiesedby suchclusters.

Further organizationsoften needto deplgy newer clus-
ters to accommodateheir increasingcomputedemands.
Themulti-clusterscenariosn which thesedeploymentsare
madeusuallyvary, with the clustersbeingwithin the same
room, building, or campusor acrossmultiple geographi-
cally separated¢dampuses.Suchdeploymentscenariosare
usuallydriven by administratve andengineeringconsider
ationslike pawerandcoolingrestrictionsspaceconstraints,
etc. Due to theseemeqing trends, organizationsoften
nd themseleswith multiple fragmentectlustersforming
clusterof-clusters.

While theseclustersareoftenequippedvith high perfor
mancemoderninterconnectdor intra-clustercommunica-
tion, they usuallydependon TCP/IPfor their inter-cluster
communicationgequirements. This is largely dueto the
factthat In niBand fabricshave typically beenlimited to
cablelengthsof up to 20 meters.While thesecablelengths
are acceptablgwith someconstraintsfor very large clus-
ters)to a certainextent, they fail to extendthe reachof In-

niBand fabricsbeyonda singlemachineroom or a build-
ing. Thisimposesa serereperformanceenaltyonutilizing
clusterof-clustersfor HPC.

To addresghis problem,recently In niBand rangeex-
tenderdik e Intel Connectg5] andObsidianLongbawvs [8]
have beenintroduced.Intel Connectxanextendthe reach
of IB fabricsupto 100 metersandthe ObsidianLongbowvs
are capableof covering Wide Area Network (WAN) dis-
tances.While this IB WAN technologyprovidesessential
capabilitiesfor IB rangeextensionsit is alsovery impor-
tant to evaluateand understandhesecapabilitiesand the
limitationsthereof.

On the otherhand, existing IB applicationsand widely
usedlibrariessuchasMPI [18], NFSover RDMA, etc. are
usually developedbasedon the assumptiongboutIB fab-
rics which hold true in intra-clusterervironments. How-



ever, in WAN scenariogheseassumptionsnight not hold
andcanleadto signi cant performancelegradation.n par
ticular, alatengy additionof about5 us perkm of distance
is obsenedandthesdargerwire latenciescannotbe hidden
from the applications. As an example of sucha protocol
we presenthefollowing: anoptimizationthatseveral MPI
librariesusethe rendezwusprotocol[14] for mediumand
large messagéransfers.Theseprotocolsrely on the trade-
offs betweermmultiple messageopiesandrendezousmes-
sageexchangesThe costsof suchprotocolschangesignif-
icantly over WAN communicatiorinks. Further the WAN
separationsftenvaryandcanbedynamicin nature.Hence,
the communicatiorprotocolsusedfor IB WAN needto be
designed.

In this context, several researcherg6, 11, 19] have
lookedat basicperformancevaluationsof certainapplica-
tionsandmiddlewvare. However, it is importantto perform
a detailedstudyof the performancecharacteristicef HPC
middleware and applicationsin varying clusterof-clusters
scenariosi.e. athoroughunderstandingf IB WAN com-
municationds neededor differenttransporprotocolswith
respecto WAN delaysandcommunicatiornpatternsn order
to effectively redesigrexisting HPC middlevareanddesign
thenext generatiors HPC systems.

In this paper we take on thesechallengesand carry
outin-depthperformancetudyof variousHPCmiddlewvare
with IB WAN, carryoutsensitvity studywith varyingWAN
delays,re-designinternal protocolsof the middlenvareand
evaluatethe performancef the new designs.In particular
thefollowing areour maincontributions:

Studyandanalyzethe generalcommunicatiorperfor
manceof HPC middleware, including (i) IPolIB, (ii)
MPI and(iii) NFSoverRDMA, in differentclusterof-
clustersscenarios

Proposebasic design optimizations for enhancing
communicatiorperformancever WAN

Internal protocolsof the middlewvare are enhancedo
demonstrat¢he potentialbene tsthereof

Study the overall feasibility of clusterof-clustersar
chitectureasa platformfor HPC systems

Our experimentalresultsshowv that all communication
protocolscanabsorbsmall WAN (upto 100us)delaysand
sustainperformance. Also, as can be expected,utilizing
largemessagé&ransfersandparallelcommunicatiorstreams
improvesthe bandwidthutilization of the WAN link signif-
icantly. We obsene animprovementof upto50%for paral-
lel streamcommunicatiorandanimprovemeniof upto90%
for hierarchicakollectivesin high delaynetworks. Further
by tuningprotocolsin existingmiddlevarelike MPI, we see
animprovemenf upto 83%in certaincasedor basicmes-
sagepassing.We alsoobsene thatapplicationdike IS and
FT show considerabléoleranceto the higherlatencieseen
in WAN ervironments Overall, our resultsdemonstrat¢he
feasibility of ObsidianLongbow IB rangeextenderdo cre-
atehigh performancelusterof-clustersarchitectures.

The remainderof this paperis organizedas follows:
Section2 givesa brief overview of In niBand, In niBand
WAN, NFSover RDMA andMPI. In Section3 we present
the detailedmicrobenchmarlevel evaluationsof Obsidian
Longbawsin differentclusterof-clustersscenariosWe fur-
theranalyzethe performanceof IPoIB, MPl andNFS over
RDMA in theseclusterof-clustersscenariosn this section.
Sectiond describesherelatedwork. Finally, we summarize
our conclusionsandpossiblefuturework in Section5.

2.Background

In this sectionwe presenta brief overview of In ni-
Band,In niBand WAN, MPI overIn niBand andNFSover
RDMA.

2.1. In niBand

In niBand Architecture(IBA) [4] is anindustrystandard
thatde nesa SystemArea Network (SAN) to designclus-
ters offering low lateng/ and high bandwidth. Increasing
numberof In niBand clustersarecurrentlybeingdeployed
in severalHPC scenariosncludinghigh performancesom-
puting systems,web and Internetdata-centersetc. IBA
supportstwo types of communicationsemantics: Chan-
nel Semantic§Send-Rec&e communicationmodel) and
Memory SemanticfYRDMA communicationmodel). Re-
mote Direct Memory Access(RDMA) [7] operationg(in-
cluding RDMA readandwrite) allow processes$o access
(reador write) the memoryof a processon a remotenode
withoutthe remotenodes CPUintervention.

In niBand supportamultiple transportmechanismsRe-
liable ConnectedRC)transporprovidesaconnecteanode
of transportwith completereliability. It supportscommu-
nicationusingbothchannebndmemorysemanticandcan
transfermessagesf sizesup to 4GB. On the otherhand,
Unreliable Datagram (UD) is a basictransportmechanism
thatcancommunicatever unconnectednodeswithout re-
liability andcanonly sendmessagesf up to the B MTU
sizeonly. Further this modeof communicationdoesnot
supportRDMA operations.

Although native IB protocol provides superiorperfor
mance,mostlegag applicationsand middlevare are still
basedon TCP protocol. IPolB driver [2] enabledP trafc
over|B fabricandis oneof themostpopularprotocolsused
in the IB networks. Currently IB software stacksupports
bothRC andUD basedmplementationsf IPolB.

In niBand RangeExtension: ObsidianLongbows [8]
primarily provide range extensionfor In niBand fabrics
over modern10 Gigabits/sWide Area Networks (WAN).
The ObsidianLongbows work in pairs establishingpoint-
to-point links betweenclusterswith one Longbow at each
endof thelink. Figurel shavs atypical deploymentof the
IB WAN routers.TheLongbaws canessentiallysupportiB
traf c at SDRrates(10Gbps effective 8 Gbpsdueto 8-10
encoding).

TheObsidianLongbav XR routersalsoprovide ahighly
usefulfeatureof addingdelayto pacletstransmittedover
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the WAN link. Eachof the Longbows provide a web in-
terfaceto specifydelay The pacletsarethendelayedfor
thespeci edtime beforeandaftertraversingoverthe WAN
link. This addeddelaycanindirectly be usedasa measure
of emulateddistance. i.e. this essentiallycorrespondgo
the wire delay of about5 us for eachkm of wire length.
We leveragethis featureto emulateclusterof-clusterswith
varyingdegreesof separatiorin thefollowing experiments.

2.2. MPI

MessagédPassinginterface(MPI) [12] is oneof themost
popularprogrammingmodelsfor writing parallelapplica-
tionsin clustercomputingarea. MPI libraries provide ba-
sic communicatiorsupportfor a parallelcomputingjob. In
particular several corvenientpoint to point and collective
communicatioroperationsareprovided. High performance
MPI implementationgrecloselytied to theunderlyingnet-
work dynamicsandtry to leveragethe bestcommunication
performancenthegiveninterconnectin this papemwe uti-
lize MVAPICH2[18] for our evaluations However, our ob-
senationsin this contet arequite generalandthey should
be applicableto other high performanceMPI libraries as
well.

2.3. NFS over RDMA

NFS [3] has becomethe de facto standardfor le-
sharingin a distributedenvironment. It is basedon single-
sener multiple-clientsmodel,andcommunicatiorbetween
the sener andthe client is via OpenNetwork Computing
(ONC) remoteprocedurecall (RPC).Traditionally, TCPor
UDPis usedasthe underlyingtransportprotocol.

Researcherm [17] proposeda NFS/RDMA designin
which the NFS sener usesRDMA operationsto perform
the data transfersrequired for the NFS operationsand
shaved that this approachshaws signi cantly betterscal-
ability andperformanceascomparedo the NFSover TCP
or UDP for intra clusterscenarios.

over In niBand

3. Experimental Evaluation

In this sectionwe presentour evaluation methodology
followed by detailedperformanceevaluationsof basicIB
communicatiorover WAN andIB communication/IQmid-
dleware (including IPolB, MPI and NFS over RDMA) us-
ing the ObsidianLongbow routers.To evaluatethesecom-
ponentswe emulatedifferent clusterof-clustersscenarios
with varying degreesof separation(wire length between

clusters)oy addingnetwork delay at the Obsidianrouters.
Eachmicrosecondf emulateddelay correspondso about
200mof wire length.

3.1. Metho dology

In orderto studyandanalyzetheperformancef IB com-
municationand IO middleware, we rst perform a basic
low-level evaluationof IB protocols.Theseresultsprovide
abasdine for understandingheresultsfor higherlevel pro-
tocols. We performall the testswith varyingWAN delays.
We then evaluateand examinethe performance®f IPolB
(with both RC and UD transports),MPIl and NFS (with
RDMA andIPolB). For all thesescenariosye performba-
sictestsfollowedby optimizedtestssuchasparallelstream
tests.Further in orderto examinethe effect of WAN delay
on applicationsandto studythe overall utility of IB WAN
for clusterof clusterscenarioswe utilize NAS benchmarks
with MPI runningover B WAN.

Experimental Testbed: In our experimentswe usethe
following two clustersconnectedby a pair of Obsidian
Longbav XRs: (i) ClusterA consistf 32 Intel Xeondual
3.6Ghzprocessonodeswith 2GB of RAM and(ii) Cluster
B consistof 64 Intel XeonQuaddual-coreprocessonodes
with 6GB RAM. Both the clustersare equippedwith 1B
DDR memfreeMT25208HCAsandOFED1.2[10] drivers
wereused.TheOSusedwasRHEL4U4. The WAN experi-
mentsareexecutedusingnodesfrom eachof the clustersas
shavnin Figurel.

3.2. Basic Verbs-lev el Performance

In this sectionwe usethe IB verbs-level tests(perftest$
providedwith the OFED softwarestackto evaluatethe per
formanceof the basic IB protocolsin clusterof-clusters
scenariosThe experimentevaluatethe lateng, bandwidth
and bidirectionalbandwidthbetweenthe nodesof the two
clustersshavn in Figurel.

The ObsidianLongbaws are capableof providing full
bandwidthat SDRrates.We measur¢hebandwidthperfor
manceacrosour clusters(with increasingnetwork delays)
usingRC andUD transportsrespectiely.

Verbs-level UD Bandwidth: In this experimentwe uti-
lize perftestdo measurehe Send/RecWD bandwidthwith
varying network delays. We obsene that the bandwidth
seerin thiscontext is independentf thenetwork delay We
achieve a peak bandwidthof about967 MillionBytes/sec
for amessageizeof 2k in all cases.This is primarily due
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Figure 2. Verbs level throughput using (a) UD (b) RC

to the factthat UD bandwidthtestsdo not involve ary ac-
knowledgement$rom the remoteside andthe datacanbe
pushedat the full rate possible. Figure 2(a) which showvs
the UD bandwidthperformanceindicatesthat UD is scal-
ablewith higherdelays. It is to be notedthat higherlevel
protocolsusingUD transporwill needto includetheirown
reliability/ o w controlmechanismgsuchasmessagecks,
etc.) which canimpactthe performance.

Verbs-level RC Bandwidth: Figure 2(b) shavs the
bandwidthusingRC transporimode with varyingdelaybe-
tweenthe clusters.We obsene a peakbandwidthof about
984 MillionBytes/secin all casesHowever, the bandwidth
obsenedfor smallandmediummessagess progressiely
worsewith increasingnetwork delays.i.e. in orderto lever-
agethe high bandwidthcapability of the IB WAN connec-
tivity underhigher network delays,larger messagesieed
to be used. This is dueto the factthat RC guaranteese-
liable and in-order delivery by ACKs and NACKs. This
limits the numberof messageshat canbe in ight to a
maximumsupportedvindow size.While usinglargermes-
sagesthepipelinecanbe lled with fewermessagesoit is
seenthatlarger messagesdo quite well with larger delays.
Higherlevel applicationscan Il the messagéransmission
pipelineswell in several differentwaysincluding message
coalescingpverlappingmultiple streamsetc.

We obsene similar trendswith bidirectionalbandwidth.
Dueto spaceconstraintsn the paper the lateng andbidi-
rectionalbandwidthresultsareavailablein [16]. Theband-
width numbersare presentedor the analysisof the HPC
middlewarein thefollowing sections.

3.3. Performance of TCP/IP olB

In thissectionwe aimto characterizéhelPolB through-
putandprovide insightsto the middlewvareandapplication
designin the clusterof-clustersscenarios.Four main fac-
tors affect the bandwidthperformancej.e., MTU size,the
TCP huffer size, the numberof parallel streamsand the
WAN delays. Therefore,we vary theseparametersn the
following experiments . Messagesvith size2M areusedin
all theexperiments.

IPolB UD Bandwidth: We evaluatethe IPoIB band-
width usingthe UD transportwith varying WAN delaysin
boththe single-streamandthe parallelstreamgests. Also,
we vary the protocol window sizesin the single-stream
experimentand the numberof connectionsn the parallel

streamexperiment. The resultsare shavn in Figures3 (a)
and(b), respectiely. The MTU sizeusedfor IPoIB UD is
2KB.

From Figure 3(a), we see that larger bandwidth is
achieved with larger window sizes. It is well known that
TCP needslarger window sizesin orderto achieze good
bandwidthover large bandwidthnetworks. However, when
the WAN delayincreaseswe obsenethatthe performance
of all thecaseglegradeslt isto benotedthatthepeakband-
width thatlPolB UD achievesis signi cantly lowerthanthe
peakverbs-lerel UD bandwidthdueto the TCP stackpro-
cessingoverhead.Overall, the default window size (> 1M)
in Figure3(a)shavsgoodperformanceén mostcasesThus,
we usethis default window sizein all of the following ex-
periments.

In orderto improve the overall bandwidthperformance,
we measurethe parallel streambandwidth with various
WAN delaysasshawn in Figure 3(b). We seethat by us-
ing morestreamssigni cant improvementgof up to 50%)
areachievedin the higherdelayscenarios\We obsere that
the peaklPolB-UD bandwidthcanbe sustainedeven with
thedelayof 1msusingmultiple streamsThisis becausef
thefactthathighernumberof TCPstreamdeadto moreUD
pacletswith independenb w control(at TCPlevel), allow-
ing for betterutilization of the IB WAN long haulpipe,i.e.
thereare more outstandingpacletsthat can be pushedout
from thesourceatary giventime frame.

IPolB RC Bandwidth: For the IPolIB usingRC trans-
port mode,we alsoevaluatethe single-streanandthe par
allel streambandwidthwith variousWAN delays.Onesig-
ni cant advantageof using RC transportmodefor IPolB
is the that RC canhandlelarger paclet sizes. This hasthe
following advantages{i) larger packetscanachieve better
bandwidthand(ii) perbyte TCPstackprocessinglecreases.

As expectedin Figure4(a), we seethat the bestband-
width of 890 MillionBytes/secis achiezed with largest
MTU size of 64KB (the maximum allowed for an IP
paclet). This is signi cantly higherthan the bandwidth
achievedfor IPolB-UD. Thatis becausehe IPoIB-UD test
hasanMTU sizeof just2KB, whichmeanghatmorepack-
etsneedto betransferredor the sameamountof dataand
correspondinglymoreoverheads introduced.In addition,
the numberof paclets requiredto utilize the WAN link
bandwidthfully is signi cantly higher On the otherhand,
we alsoobsene thatthe bandwidthdropssharplywith the
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longer WAN delay (i.e., larger than 100 us) in this case.
This dropcorrespondso thedrop of verbslevel bandwidth
for 64K messageizes(at 1000usdelay)asseenin Figure
2(b) aswell.

As in the earliersection,we measurehe parallelstream
bandwidthof IPoIB-RC.Theresultsareshovnin 4 (b). We
obsenethesimilartrendthatwith two or moreconnections,
thebandwidthperformanceanbebettersustainedcrossa
widerrangeof clusterseparationsHence applicationswith
parallel TCP streamshave high potentialto maximizethe
utility of the WAN links.

3.4. Basic MPI-lev el Performance

In this section,we performbasicMPI-level evaluations
in the various clusterof-clustersscenarios. In particular
we measuréandwidthperformancewith increasingnter-
clusterdelaysandpresenbasicoptimizationsto maximize
the obtainableperformance.

MPI-level Bandwidth: We evaluateMPIl communica-
tion performanceisingMVAPICH2[18] with onecommu-
nicating processon eachof the two clusters. We obsene
trendssimilar to the basic verbs-level evaluationswith a
peakbandwidthof about969 MillionBytes/sec,as shovn
in Figure5(a). However, the MPI communicatiorprotocol
utilizes a rendezwus protocol for mediumandlarge mes-
sagesizes(by default abore 8KB for MVAPICH2). This
involvesan additionalmessag@&xchangebeforethe actual
data-transfeto save the communicatiorbuffer copy costs
(Zero copy implementations) Due to this we obsene that
the performanceof certain medium size messagess im-
pactedadwersely

PerformanceImpact of MPI Protocol Tuning: In or-
derto improve the MPI bandwidthperformancef medium
sized messageswe adjustthe MPI rendezwousthreshold

accordingto the WAN delay Figure5 (b) shaovs the band-
width performanceof the MPI-level testsrunningwith an

emulatechetwork delayof 1ms. Thegraphsshowv aasignif-

icant performanceémprovementfor certainmessagesizes
with a protocolthresholdtunedto 64KB. Bandwidthfor a

8KB messagsizeimprovesby about44%overtheoriginal

implementationSinceWAN links areoftendynamicin na-

ture,mechanisméik e adaptve tuningof MPI protocol,etc.

are likely to yield the bestperformancen normal cases.
Also, higherlevel communicatiorprotocolsinvolving addi-

tionalcontrolmessageseedo bere-evaluatechndadjusted
basedn the dynamicsof theunderlyingWAN link.

MPI Performancewith Multiple Streams: In orderto
maximizethe utilization of the WAN links, in this section
we evaluatethe performancef MPI with multiple commu-
nicatingstreamsin thistest,processefom ClusterA com-
municatewith acorrespondingrocessn ClusterB forming
multiple pairsof communicatingorocessesThe aggreyate
messagingate acrossall theseprocessess reported. As
shavn in Figure6, the messagingategrows proportionally
to the numberof communicatingstreamsfor small mes-
sages. While we seethat a single communicatingstream
by itself doesnot performwell underhigh network delays,
multiplesof thesestreamsanbecombinedo achieve asig-
ni cantly higheraggreatemessagingateacrosshe WAN
link. We furtherobsenethatfor higherdelaynetworks,the
additionalparallelstreamsanimprove the messagingate
of evenmediumsizedmessagesi.e. for higherdelaynet-
works, moreparallelstreamsarebetterfor overall network
bandwidthutilization.

MPI BroadcastPerformance: Collectve communi-
cationis an importantaspectin MPI design. In this sec-
tion, we optimizeMPI broadcasasanexampleto illustrate
the potentialbene ts of WAN aware communicatioroper
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ations. We usedtwo setsof 64 processegwith 32 nodes
with 2 processe®n each)on eachclusterconnectecver
WAN. We presenta simpleoptimizedbroadcastasin [13])
which performsthe bcastoperationhierarchicallyover the
two connectectlustersminimizing thetraf c onthe WAN
link.

Figurest7 (a), (b) and(c) illustratethecomparisorfor the
lateng of the original benchmarkandthe modi ed bench-
markwith 10 us,100usand1000us WAN delays,respec-
tively. We seethatthe modi ed algorithmachiezesmuch
lower lateng for the mediumandlarge messageskor the
blockdistribution modeof MPI processegheimprovement
is upto 20%,18%and90%for the messagef 128K in the
above scenarios For the smallmessagesasthe WAN link
is ableto handleall thetraf ¢, thecongestions very minor.
We obsene that the performanceof all the casesis com-
parable.Theseresultsindicatethat properoptimizationsto
the existing collective applicationsare necessaryor scal-
ableperformanceacrosdB WAN networks.

3.5. MPI Application-lev el Evaluation

Figure 8 shaws the performancef NAS [9] classB ap-
plication benchmarksn various clusterof-cluster scenar
i0s. In this experimentwe have 32 processesunningon
eachof the two clusters. We obsene thatthe IS and FT
benchmarkshaw signi cant tolerancetowardsaddednet-
work delay i.e. our resultsshawv that1S andFT applica-
tion benchmarksan deliver the sameperformancean the
scenariowith a separatiordistanceof up to 200 kmasthat
in the scenariowith 0 km separation.On the other hand,
we seethat otherbenchmarksuchas CG shav a marked
degradationin performancédor highernetwork delays.

Sincethe performanceseenin dependanbn the com-
municationpatternsof the respectre applicationsjn order
to explain the resultsbetter we pro led the messagesize

distribution in theseapplications.It shavs that1S andFT

involve a high percentagéi.e., 41%and83%respectiely)

of largemessagewhile CG hasa high percentag®f small
and mediummessaged his is essentiallyone of the main
reasongor their performancescanbe expectedaccording
to thebandwidthresultsshawvn in Figure5s.

While the performanceobsered in thesecasess nat-
urally dependanbn the speci ¢ applicationbeingrun, it is
alsoimportantto notethatHPCapplicationgsuchaslS and
FT) seentotoleratesmallnetwork delayswell in clusterof-
clustersscenariosFurther with theadwentof low-overhead
IB WAN networks, clusterof-clustersthasemegedasafea-
siblearchitecturdor HPC systems.

Execution time (s

0 10 100 1000
Delay (us)

WIS BFT BECG

Figure 8. Performance of NAS Benc hmarks
3.6. NFS Performance

In this sectionwe usethe popular le systembench-
mark - 10zone[1] to evaluatethe throughputof NFS over
WAN. We usethe singlesener multi-threadedtlient model
and compareNFS readbandwidthof the NFS/RDMA (as
describedin Section2.3) implementationwith the regu-
lar NFS implementatiorover IPolIB (for simplicity, we use
NFS/IPolBhereon) for varying routerdelays. NFS Write
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Figure 7. MPI broadcast latency over IB WAN: (a) 10us delay (b) 100us delay (c) 1000us delay

shaws similar performanceand due to spaceconstraints,
thoseresultsareomitted. A 512 MB le with recordsize
of 256 KB is usedfor all experiments.

NFS/RDMA performance Using single connection
with multiple client threadswe measurehe NFS/RDMA
readthroughputover LAN andover WAN with varyingde-
lays and illustrate the resultsin Figure 9(a). Comparing
with the LAN throughputtheintroductionof WAN routers
degradegheperformancédy around36%. Thisis dueto the
factthatthe WAN speedf IB is at SDR (10Gbpsgeffective
8 Gbpsdueto 8-10encodingyatesascomparedo theDDR
(20Gbps)speedseenin LAN. For WAN scenariowe also
seethatpeakbandwidthwith 0 usand10usdelayis around
700 MB/s while at 100 us delayit dropsto 500 MB/s and
at1000usdelayit hasasharpdropto 100MB/s. Consider
ing thatin NFS/RDMA design the datais fragmentednto
4K pacletsfor transferringthesetrendsareconsistentvith
Figure2. i.e. the bandwidthof a 4K messagealropswith
largerdelaysanddropssigni cantly with 1000usdelay

NFS/RDMA vs NFS/IPoIB: In this experiment, we
comparethe performanceof NFS/RDMA and NFS/IPolB
over WAN. Figures9 (b) and (c) shov the comparison
with 10 us network delay and 1000 us network delay re-
spectvely. In Figure 9(b), we obsene that NFS/RDMA
outperformsRC-basedNFS/IPolB by 40% and UD-based
NFS/IPolBby 250%. This is becaus@f the absencef ad-
ditional copy overheadsand lower CPU utilization in the
NFS/RDMA design. As seenin Section3.3, IPolB-RC
shavs betterbandwidththanlPolB-UD for NFSoperations
aswell. Further we obsene thatfor larger delays(Figure
9(c))NFSoverlPolB-RCdoesthebest.Thisis againdueto
thefactthatamonglPolB-RC,IPolB-UD andRDMA(RC)
of 4KB, IPoIB-RC givesthe bestbandwidthfor larger de-
laysasseenin previoussections.

3.7. Performance with Mo dern IB Adapters

Though the basic performancecharacteristicsare in-
dependenbf the underlyingnetwork hardware, improve-
mentsin interconnecttechnologydoeshelp us in getting
betterperformance. Figure 10 shows the verbs-level RC
bandwidthcomparisonof the recentMellanox ConnectX
[15] network adaptersand the older generationMTHCA
adapterdor ImsWAN delay As we cansee,thoughthe
trendsare the same,the newer ConnectXcard gives bet-
ter bandwidththan the older one. In particulay we ob-

sene signi cant improvementin bandwidthfor small and
mediumsizemessageacrosgshe WAN links. Overall,with
improvementsn bothLAN andWAN technologiesin ni-
Bandis setto enablenext generatiorhigh performanceap-
plicationsin multitude of emeging clusterof-clusterssce-
narios.
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Figure 10. Verbs level RC Bandwidth with
1ms Network Delay

4. Related Work

S. Eikenberryet al. [11] conducteda seriesof experi-
mentsusingseveralgrid computingapplicationge.g.,Lin-
pack, WRF, HOMME, GAMESS etc.) within a campus
grid area,and derived the conclusionthat CampusGrids
createdthroughthe linked In niBand networks could in-
creaseotal throughputwhile bringingrelatively simplead-
ministratve overhead. Researcherin [6] have evaluated
the performanceof basic communicationprimitives and
thoseof le systemslike Lustre using In niBand WAN
technologiesover DOEs Ultra-ScienceNet experimental
network. Authorsin [19] also characterizedhe Obsid-
ian Longbowvsusingseveraltechniquegndprotocols,.e.1,
TTCP over SDP/IB, MPI over IB/VAPI and iSCSI over
SDP/IB, demonstratinghat the Longbaws are capableof
high wire speedef ciency. Our work is differentfrom [6]
and[19] in thatwe performour evaluationsn ahighly ne-
grainedway (i.e.,wemeasure¢heperformancevith increas-
ing WAN delays).Furthermorein eachof the experiments
we proposepossibleoptimizationg(e.g.,protocolthreshold
tuning, using parallel streams)and evaluatethe improved
performanceaswell. Therefore,our paperis complemen-
taryto theexisting researctandprovidesmoreimplications
to thedesignanddeploymentof IB WAN systemsn awide
rangeof clusterof-clustersscenarios.



LAN ——
1200 0 usec

RDMA —+—
IPoIB-RC
100 usec

800

600 [ o

Bandwidth (MBps)
Bandwidth (MBps)
IS
8
8

400

200

0 0

10 usec e 700 - 1PoIB-UD e
e 500 -
1000 | 1000 usec B 600 ]
400 |

600

RDMA —+—
IPoIB-RC
IPOIB-UD "+

300 [

Bandwidth (MBps)

..........

200 F T

100

0

1 2 4 8 1 2
Number of Streams

Number of Streams

4 8 1 2 4 8
Number of Streams

Figure 9. NFS Read throughput of (a) NFS over RDMA, (b) NFS over RDMA and IPolB with 10 us delay
and (c) NFS over RDMA and IPolB with 1000 us delay

5. Conclusions

Trendsin High Performance&Computing(HPC) systems
and their requirementscoupledwith the rapid stridesin
technologygrowth at affordablecostshave leadto the pop-
ularity and wide scaledeploymentsof high performance
clusterswith moderninterconnectdike In niBand (IB).
Further several large organizationsare nding themseles
with multiple clustersdue to logistical constraintslike
power/coolinglimitations, spaceconstraintsgetc. While 1B
enabledHPC applicationswithin individual cluster perfor
manceof HPC applicationsandmiddlevareacros<clusters
hasoftenbeenconstrained.

To addresshisissue |B hasrecentlyextendedts physi-
cal reachwith long-haulWAN-capablelB routers thereby
providing for basicIB-level connectvity acrossdifferent
clusters.However, IB applicationsmiddlevareandproto-
colswereall developedunderassumptionbasednthenor-
mal intra-clusterlB characteristicandlong-haullB char
acteristicxanvary drasticallyfrom theseJeadingto severe
performanceenalties.

In this paperwe have evaluatedhefollowing HPC mid-
dleware: (i) IPolIB, (i) MPI and(iii) NFSover RDMA, us-
ing ObsidianLongbow IB WAN routersin differentcluster
of-clustersscenarios. Our resultshave showvn that appli-
cationsusually absorbsmallernetwork delaysfairly well.
However, mary protocolsgetsererelyimpactedn high de-
lay scenariosFurther we have shavn that communication
protocolscanbe optimizedfor high delayscenariodo im-
prove the performanceOur experimentakesultsshaov that
optimizingcommunicatiorprotocols(i.e. WAN-awarepro-
tocols), transferringdatausing large messagesjsing par
allel datastreams(upto 50% improvementfor high delay
networks) andhierarchicalcollectives(upto 90% improve-
mentfor high delaynetworks)improvedthecommunication
performanceén high delayscenarios.

Overall, our resultshave demonstratethe feasibility of
utilizing long-haullB WAN technologyasan inter-cluster
interconnectenablingthe useof clusterof-clustersarchi-
tecturedor HPC systems As future work we planto study
collective communicationoperationsin clusterof-clusters
scenariosn detail. We further planto studythe bene ts of
IB rangeextensioncapabilitiesin othercontexts including
parallel le-systemsanddata-centerandproposepossible
optimizations.
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