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Abstract

Puast research efforts to construct embodied
conversational agents have focused on fea-
tures of multi-channel communication that
are made possible by embodiment. This pa-
per draws attention instead to 4 crucial as-
pects of the linguistic forms that an embod-
ied agent will encounter, and that language
understanding agents must master in order
to converse and collaborate with humans in
the real world. If language technology is to
be ready to support conversation in the co-
present technologies that will soon arrive,
these deficiencies in linguistic competence
must be addressed now.

1 Introduction

Spoken dialog systems have improved greatly in
sophistication over the past decade. In par-
ticular, support for information-seeking dialogs
has reached an impressive level of robustness,
as witnessed by AT&T’s multi-modal MATCH
system [1], the DARPA Communicator systems
[http://communicator.sourceforge.net], and interac-
tive planning systems such as TRIPS [2]. These
systems all share a common paradigm in that the
outcome of the dialog is an information object con-
tained within the computer, for example a flight
reservation or troop movement plan. The dialog
agent and the human interlocutor do not cohabit
the space in which they collaborate to develop this
outcome. There is a sort of fifth wall of computer in-
teraction in which the world under discussion exists

entirely behind the computer screen, even though el-
ements of that world, such as actual airline flights,
correspond to elements of the real world.

In contrast, a few conversational agents have bro-
ken through this fifth wall barrier to bring the hu-
man interlocutor and spoken dialog agent into a
shared presence. In these systems, the dialog agent
maintains a spatially-located embodiment, either as
a human-like graphical realization or as a robot op-
erating in the actual world. Interaction for an em-
bodied agent offers many new challenges and op-
portunities to exploit the multi-channel nature of
face-to-face conversation, such as sensing the hu-
man partner’s eye-gaze, head, and torso position
for incorporation into the language understanding
process, or coordinating the speech, gesture, and
eye-gaze produced by the embodied agent. Includ-
ing these behaviors improves the level of naturalness
and realism in the communication process with em-
bodied agents.

Although developing these multimodal behaviors
such as gesturing is necessary to improve the com-
munication effectiveness for embodied agents, a cru-
cial issue that arises for agents that come out into
the real world to interact with human partners has
not yet been addressed. When the conversational
agent and its human partner are projected into a
shared space, they interact in what I will call situ-
ated language. Situated language is spoken from a
particular point of view within a physical context.
In the ideal case, each conversational partner inter-
acting in situated language is able to perceive other
objects in the setting, including his conversational
partner(s) and also his own position and orientation.
This fact alters the linguistic forms used in situ-



Figure 1: Sample Situated Dialog

1) Designer: Where would you like the refrigerator.

2) Client: How about on that wall behind you?

3) Designer: (Turning around to look at the wall) Do you mean to the left of the window?
4) Client: No I was thinking more over here (looks, gestures, and takes a step toward desired spot).
5) Designer: Well that’ll be pretty far from the counter top (points to empty place where a counter top

will be).

6) Client: Oh okay. Can we have a prep sink underneath the overhead light?
7) Designer: I'll work on that. If possible I'll position it directly above the washer so they can share

service lines.

ated language from those encountered in the non-
copresent traditional spoken interface paradigm. It
is the thesis of this paper that a chief obstacle to de-
veloping conversational agents that interact in sit-
uated language will be to understand and produce
referring expressions (REs) appropriately within the
setting. Current techniques developed in computa-
tional linguistics are not equipped to either under-
stand or produce situated REs, and extending them
to address this problem is a non-trivial task. The
purpose of this paper is to lay out the challenges for
situated REs and the machinery that will be needed
to both interpret and generate them. As a prelim-
inary to that discussion, we begin in Section 2 by
describing the unique features of situated language,
then Section 3 and 4 review the conversational ca-
pabilities developed to date in embodied agents and
existing computational techniques for understand-
ing and producing referring expressions. Section 4
then discusses in detail the unique issues presented
by situated language. Finally, Section 5 proposes
some experiments we plan to undertake to explore
these issues. This information is presented with the
hope that other research teams will be enabled and
inspired to undertake similar experiments to im-
prove the state of technology to address this crucial
process for interacting in situated language.

2  What is situated language?

Consider the following constructed exchange be-
tween two partners designing the layout of a kitchen
while they are physically present in the empty room.
This conversation is produced from a particular
point of view within the setting. To participate in
this dialog, each partner must take into account not
only the physical properties of objects in the con-
versational setting, but also his own position and
that of his conversational partner. In addition, con-

versational participants acquire mutual knowledge
of objects that appear in their surroundings even
if they have not been discussed, and this mutual
knowledge shapes their discourse.

Interpreting the dialog shown in Figure 1 requires
(among other things):

1. Taking into account the position of participants
in the scene for phrases like “behind you” in
turn 2 and “to the left of the window” in 3.

2. Using the designer’s gaze direction to under-
stand which window in the room is meant by
the phrase “the window” in turn 3.

3. Integrating gesture, gaze and language to inter-
pret deictic expressions such as “here” in 4.

4. Taking into account the room in which the con-
versation is taking place to understand which
light is meant by the phrase “the overhead
light” in turn 6.

5. Utilizing a model of mutual knowledge or com-
mon ground [3] to determine how to refer to
objects not in the immediate setting. In this
example, the phrasing “the washer” in turn 7
is felicitous because the conversational partici-
pants were previously in the basement laundry
room together, and therefore the designer can
assume that the client is aware of both the ex-
istence and position of the washing machine.
If the location of the laundry room were not
mutually known, the designer might choose a
more informative alternate phrasing, for exam-
ple “...position it so that it can share a service
line with the washing machine, which is right
below us in the laundry room”.

6. Making appropriate judgments about what is
salient or memorable in the surroundings. For




example, having visited the laundry room to-
gether, the designer can expect the client to
remember the position of the washing machine
even if it was not discussed. He should not ex-
pect the client to remember the position of mi-
nor features that were not explicitly discussed,
such as electrical outlets.

Agents that understand how to communicate
when they are part of the setting are an important
enabling technology for the future. If language tech-
nology is to keep pace with developments in com-
puter graphics and robotics and be ready to support
conversational agents in the copresent technologies
that will soon arrive, these deficiencies in linguistic
competence must be addressed now.

3 Background

This section begins by surveying relevant back-
ground on understanding referring expressions, fo-
cusing on where state of the art theories will need
to be extended to process situated language.

3.1 Understanding Referring Expressions

Noun phrases and pronouns with existential force
are called referring expressions (RE)’s. Refer-
ring expressions come in a variety of surface forms
including indefinite noun phrases, either descriptive
phrases such as a pear or pronouns such as one,
anything, and definite noun phrases, which can be
full descriptions (eg. the red car), proper names, or
pronouns. Each referring expression introduces a
variable into the meaning representation of its sen-
tence or spoken utterance, and the variable must be
matched to an element of the domain of interpre-
tation in order for the expression’s meaning to be
fully resolved.

In a particular discourse, the RE that provides
the initial reference to a particular object or con-
cept is called an evoking reference. Subsequent men-
tions of the same entity are said to be anaphoric.
Personal pronouns, such as he and them, and defi-
nite noun phrases are often used for anaphoric ref-
erence. An RE that refers to an element of the
speaker’s surroundings is called exophoric, since it
reaches outside of the discourse to pick up its mean-
ing [4]. Indexical pronouns are exophors that refer
to properties of the expression itself, such as the
time (“now”), place (“here”), or speaker (“I").

Only a few fully-specified REs can stand on their
own and have an unambiguous meaning, for ex-

ample a name+description such as “former British
Prime Minister John Major.” The vast majority
of REs encountered in conversation are ambiguous,
but their meanings can be determined by compar-
ing properties of the expression against a variety of
aspects of the context in which the RE is spoken.
Attributes of the context that can affect RE mean-
ings include the meaning of the discourse that pre-
cedes the RE, the location in which it is spoken, and
events that co-occur with the discourse that bring
a specific referential frame to the attention of the
conversational partners. For example, the phrase
“the lobby” might take on a different meaning if it
occurs after the conversational partners have just
been discussing the Ritz hotel in Paris, when the
conversation is taking place in a room of the Toronto
Marriott, or when the conversational partners are at
home looking at a photograph of the entrance to the
Hotel Okura.

In addition, fluent use of referring expressions is
also affected by the mutual knowledge that conver-
sational partners have of each other [5]. To produce
and interpret REs, a conversational partner must
make judgments about which items from his own
database are also known to his partner, and how
attentionally prominent they are for him at a par-
ticular point in the discourse when the item will be
mentioned. Entities can be brought into attentional
focus because they were mentioned recently in the
conversation or because they are prominent in the
setting. Determining the relative salience of items
is especially important for understanding reduced
forms such as pronouns [6, 7, 8].

3.1.1 REs in Computational Linguistics

As a computational process, interpretting and
producing REs requires two basic tasks: 1) that a
database be built of all the things that are avail-
able for reference and their properties, and 2) that
judgements can be made about the relative atten-
tional prominence among items in the database at
any particular point in time. In most computa-
tional models, the database of potential referents, in
which the antecedents of anaphoric expressions can
be found, is called the Discourse Context (DC). The
DC has traditionally been thought of as a discourse
history, and most computational processes accumu-
late items into this set only using linguistic events
as input. Instead of DC, throughout this paper the
more general term Model will be used to designate
the entire set of items that can be bound to referring



expressions as their meanings. The Model initially
contains items from the agent’s background knowl-
edge, and as the discourse unfolds, additional items,
such as propositions, are added to it. The relative
salience of items in the Model also shifts constantly
over time.

To interpret a particular RE, the surface form
of the expression is taken as a clue to the proba-
ble ‘givenness’ of its referent [7, 8]. For example,
a Full Name+description is appropriate to use for
an evoking reference. When a conversational agent
encounters an RE of this form, it would be most ap-
propriate to search in its general world knowledge
for a matching referent. On the other hand, reduced
forms such as “it” or “that” are used when the ob-
ject has high attentional salience already. When a
conversational agent interprets a pronoun, the best
strategy is to try to match the expression to an item
recently mentioned or otherwise brought into atten-
tional prominence.

Anaphoric expressions in text have been exten-
sively studied, and algorithms to resolve anaphors
that re-mention the meaning of another noun phrase
are becoming fairly robust [9, 10, 11]. In addition to
accumulating items from the discourse history into
the Model, multimodal systems must also keep track
of any graphically displayed elements made available
to the user in order to prepare for exophoric refer-
ence to those items, however in most present-day
systems, the system is not aware of its own output
as part of the discourse history. Another feature
of multimodal systems is to allow gestures as either
part of the RE, or the entire RE, or as a way to in-
dicate that objects in a certain portion of physical
space should be made more salient. Systems that
combine gesture with robust RE interpretation are
just beginning to emerge [12, 1].

3.2 Co-present Embodied Agents

Over the past decade, embodied agents have
emerged as a new visualization paradigm for agents
working in a variety of domains, from assistive de-
vices to instructional agents. An embodied agent is
one that has some sort of embodied presence, either
as an animated character on a graphical display or
as a robot. The embodied agent can exploit a va-
riety of communication modalities to interact with
the user, including not only language, but also ges-
ture, facial expressions, eye gaze, etc. Research has
shown that users enjoy interacting with anthropo-
morphic interfaces [13], and when the character is

displayed life-size, the interaction is very engaging.

Research conducted to date has focused on what
the embodied agent should do with its body rather
than on improving the agent’s linguistic compe-
tence. This section will review some representa-
tive projects on conversational embodied agents, al-
though none of them addresses the full range of be-
haviors that will be needed in a mobile embodied
agent that inhabits the same world as its human
partner and interacts with flexible, conversational
natural language that reflects the shared physical
context of the discourse partners. The embodied
agents built to date fall into two categories: graph-
ical agents and robotic agents.

3.2.1 Graphical Agents

Graphical agents developed in the Gesture and
Narrative Language group at MIT have been built
to incorporate a variety of interactive behaviors.
The Gandalf graphical agent consists of an expres-
sive face and an animated hand that he uses to ges-
ture at instructional materials displayed on a large
screen situated nearby [14]. Gandalf’s interlocutor
is outfitted with a harness of sensors and an eye-
tracker, which allows Gandalf to integrate language
understanding with perception of the user’s body
position, face, and hands as well as his eyegaze.
Therefore, both Gandalf and his partner can make
exophoric reference to items on the display. How-
ever, these items are always in the same fixed phys-
ical configuration with respect to the conversational
partners, so Gandalf need not interpret spatial de-
scriptions.

Rea is another life-sized character that produces
naturalistic movements, such as beat gestures to
accompany her speech and eyeblinks and posture
changes during listening [15]. However, Rea’s hu-
man partner does not visualize himself as part of
Rea’s world, so the language he uses to refer to
items in the visualization does not involve spatial
descriptions relative to their positions. Sam, a life-
size graphical character that encourages a human
child to construct stories, has no language under-
standing component [16]. So although SAM cre-
ates an illusion of copresence with the child he in-
teracts with, the linguistic expressions he produces
cannot respond to changes in the environment such
as changes in the child’s position or gaze.

MACK is the most recent embodied character de-
veloped in this series [17]. MACK is projected as an
augmented reality character on top of a live video



feed that shows him graphically realized in his pre-
cise location. This allows MACK to gesture appro-
priately to elements of his environment, but this po-
sition does not change, so he and his conversational
partner do not build up a shared visual history of
items in different portions of their shared space.

The STEVE pedagogical agent [18], built on top
of the SOAR architecture [19], instructs the user
on the maintenance and repair of complicated ma-
chinery. The user interacts with STEVE in a first-
person virtual reality viewer, so Steve and the user
are copresent in the same world. However STEVE
has limited linguistic competence. It understands
a closed set of question types from the user and
uses template-based language generation. Although
STEVE creates very precise and expressive multi-
modal communication acts, such as pointing at ele-
ments of the equipment at appropriate moments or
using his eye-gaze to draw the student’s attention to
the next topic of instruction, the referring expres-
sions STEVE produces do not take into account his
or the student’s position in the visualization. For
example, STEVE repeatedly refers to elements of
the control panel by name rather than using more
naturally coherent phrases such as “the button you
just pushed”, “the third button from the left”, “the
button that was just illuminated”, etc.

3.2.2 Robotic Agents

Another copresent agent, Mel, is a robotic par-
rot developed at MERL to add embodiment onto a
graphical 2D tutor agent [20]. Although Mel and his
human user cohabit the same space, their perspec-
tive on the scene is fixed due to the calibration re-
quired for Mel to be able to gesture to components of
the graphical display. Once again, the focus on em-
bodiment was to coordinate mouth movements and
gestures with the generated language spoken by the
agent rather than to extend the agent’s linguistic
capabilities. The phrases that MEL generates are
exactly the same phrases that would be appropriate
if he were a graphical component of the traditional
non-copresent interface.

A variety of research groups have integrated spo-
ken interfaces with working mobile robots (e.g. [21,
22, 23, 24]). However, these projects tend to incor-
porate only command-and-control interfaces rather
than full natural language. Although these projects
have made improvements in embodied agents, no
project to date has addressed the challenges in lin-
guistic processing introduced by placing the human

user and conversational agent into a shared space
that they discuss.

4 The Challenges

This section describes the specific capabilities
needed for processing referring expressions in sit-
uated language for an embodied, mobile, copresent
agent.

4.1 Challenge 1: Accumulating the Model

The mutual knowledge accumulating over the course
of a conversation builds an important part of the
context in which further conversation is interpreted.
Most dialog systems accumulate new entries from
the discourse history into the Model using the stack-
based formalism proposed in [25]. As a discourse
progresses, a data structure accumulates the set of
entities available for future reference by virtue of
their having been realized or implied in the dis-
course, and this set is interrogated to resolve subse-
quent anaphoric referring expressions.

When graphical output is produced by an agent,
such as an agent supporting a map-based task that
responds to the user’s queries using both language
and graphics, elements of the graphical component
of the system’s response become part of the dis-
course history in addition to items evoked through
linguistic acts [12, 26, 1]. However, graphical dis-
plays contain many graphical elements, some of
which form the communicative intent of the system
and some of which are merely background graph-
ical elements for which the system has no seman-
tic representation. Only the foreground elements
are typically added to the Model, but it is difficult
to predict which elements the user will perceive as
foregrounded. For example, a map indicating the
position of restaurants in Manhattan will also con-
tain graphical components of which the system is
unaware, such as a blue area indicating the Hudson
river, yellow squares indicating city blocks, and odd
contours representing highway interchanges. These
items are not part of the Model from the system’s
point of view, but because they are part of the map
the system has just displayed, the user might reason-
ably expect that they can be discussed. Our experi-
ence with users of the TRIPS system, which is also
map-based, indicates that users expect the system
to have full perceptual knowledge of any graphical
elements produced by it, and it is difficult to antici-
pate which graphical elements the user will perceive
as first-class objects versus background or accidental



artifacts that result from drawing other elements.
Therefore, even for graphics produced by the sys-
tem as part of a communicative act, it is an open
question to determine how the Model should be in-
cremented to reflect the content of the graphics.

For conversational participants who cohabit a 3D
world, elements of the setting of discourse also be-
come part of the context of interpretation, but
which elements of the setting should be added to the
context is an open question. For example, if a facil-
ities manager instructed a robotic assistant to “Go
get that extension cord from the hallway” in a build-
ing with multiple hallways, the conversational agent
would have to infer which hallway is most salient in
this situation. If the robot and the manager recently
traveled together through a hallway that contained
an extension cord, that shared experience should
suffice to make the reference felicitous. The exten-
sion cord became part of their mutual knowledge
when they perceived one another perceiving it. As
this example demonstrates, accumulating elements
of the setting as part of the Model is necessary to
support reference to elements no longer copresent
with the conversational participants and that may
not have been mentioned when they were part of
the scene. A ’visual history’, analogous to the dis-
course history, must be accumulated as part of their
mutual knowledge. This requires some robust way
to determine which elements of the scene, and what
properties of those object such as color and shape,
are salient and available for future mention.

What distinction can be used to segregate items
that a rational agent would perceive and remem-
ber after travelling through a space from those that
he will not remember? It is reasonable to expect
that this process will be sensitive to the particular
task in which the conversational participants are en-
gaged, the complexity of the scene and the amount
of time the conversational participants spend in the
presence of each visual stimuli. A carpenter walking
through a job site will probably notice tools in his
surroundings but might not notice the lunchboxes of
his coworkers. Size surely also comes into play, as
well as the simple fact of whether each object is even
viewable rather than obscured from view along the
path travelled by the agent. Formulating a theory
about which elements of the physical setting should
be added to the Model is a crucial obstacle to de-
signing conversational, copresent agents.

4.2 Challenge 2: Calculating Attentional
Prominence

It has long been acknowledged that the best strategy
for RE understanding incorporates a notion of the
relative salience of all items available for reference
(e.g. [27, 28, 29, 11, 30]). Items recently placed
into the discourse context are more salient, while
older items gradually recede in memory and there-
fore fade in salience [31]. Items that haven’t been
mentioned in the current discourse are all of equally
low salience for the current discourse. Partitioning
the Model into different salience levels is important
because different referential forms are appropriate
for mentioning items with different levels of activa-
tion. The Givenness Hierarchy (GH) is a very robust
model that relates the cognitive status of referents
and the different referring expression forms that are
appropriate to be used for items with each status [7].
In the Givenness Hierarchy, entities that are likely
to be the topic of the next sentence are said to be
in focus, while other entities present in short-term
memory are merely activated.

This model has been found useful for pronoun res-
olution algorithms that increment the Model purely
from the discourse history [30, 32], but it can also
be applied to situated language. Items from the
setting of discourse would be classified as having at
least activated status. Determining whether any of
the activated entities should be classified as in-focus
for situated language will require some experimen-
tation. Although the authors of the GH, as well as
other models of attentional activation such as [6], ac-
knowledge that many factors might thrust an item
into focus, all operationalized models of salience cal-
culate the in-focus set based on syntactic cues in the
discourse [6, 29, 11, 30]. Subjects and Direct Ob-
jects of matrix clauses are typically judged to be
most focused, with other noun-phrases less salient.
No model that we are aware of in the computational
linguistics literature has allowed focused items to
come from the setting rather than the previous dis-
course. Since the activated items are those that
are in short-term memory, the reverse problem must
also be addressed of determining when items are no
longer salient enough to be considered activated.

We intuitively expect that an element of the set-
ting might become more salient than others due to
movement, a change to its visual properties, because
it is important for the task at hand, because of
a pointing gesture, or because it is unexpected in
the scene. Transcribing dialogs in which dialog par-



ticipants perform a task in a 3D, immersive space
should shed light on this issue and is planned in the
near future in our lab. Understanding which objects
or properties in a scene achieve a level of attentional
salience sufficient to classify them as in-focus will be
an important task for supporting RE interpretation,
especially for pronouns, in situated language.

4.3 Challenge 3: Understanding and
producing spatial predicates

Traditional systems working with 2D displays have
already faced the problem of understanding refer-
ring expressions that use spatial relationships. Ob-
jects placed on the display become part of the dis-
course participants’ shared visual context, and the
user might refer to them using a variety of descrip-
tive terms, including their locations relative to other
objects on the display, i.e. “the bridge near the air-
port”, by using transient properties such as the color
chosen for an icon on the display that has nothing
to do with the color of the real world object thus
depicted, i.e. “the green ambulance”, or with prop-
erties relative to the boundaries of the display, such
as “that highway at the top”. To process these de-
scriptions, the conversational agent must keep track
of the position of on-screen elements relative to the
screen boundaries and other displayed elements.

Theoretical investigations exploring the semantics
of spatial descriptions [33, 34] indicate that spatial
descriptions typically involve a reference object and
a predicate. For example “beside the television”
uses “the television” as the reference object. Some
objects or more likely to be used as reference objects
than others. Conversational systems have only be-
gun to incorporate robust processing of descriptions
involving spatial relationships. The TRIPS spoken
dialog system resolves spatial descriptions to items
on a 2D display by constraining the objects under
consideration using basic geometric shapes that vary
depending on the reference object[26]. For example,
the property ’above’ describes different geometric
regions depending on the reference object. When
the reference object is a line, such as a highway run-
ning horizontally on the display, the constraining
region is a rectangle above the line, whereas if the
reference object is a point, such as a city, the con-
straining region is a triangle projected northward
with the city as one of its points.

An agent interacting within a 3D physical setting
must incorporate a similar process to understand
language that relates correctly to the 3D scene. This

will include understanding descriptions that incor-
porate spatial relationships between objects in the
scene as seen from the speaker’s current perspec-
tive, as demonstrated in Figure 1. Understanding
these descriptions will require the agent to be aware
of the precise configuration of the physical setting
that happens concurrently with linguistic events as
well as to create an accurate model of what the con-
versational partner can or cannot see based on his
current position, in order to understand expressions
such as “that table behind the sofa”, “the chair clos-
est to the window” or “the person on your left.”

4.4 Challenge 4: Accommodation

RE processing in current systems tends to fall at ei-
ther extreme of a continuum of specificity of mean-
ings. On one end, open-domain systems may not
attach linguistic expressions to any object from a
Model to actually interpret the expression in a for-
mal sense. Simply linking the linguistic expres-
sions themselves into coreference chains (relating
anaphoric expressions to their antecedents) suffices
for some purposes, such as summarization [35]. In
other cases, particularly for collaborative systems,
a deeper level of understanding is required in order
to perform the task. These systems need to convert
the RE in the surface linguistic act to an element
of the Model. Such systems can discuss individual
entries in the model, such as particular flights, days,
reservations, or movie schedules, or possibly gener-
alities about particular classes of objects, such as
the fact that all flights on a particular day arrived
late.

Systems that need to attach referents to each RE
go into a failure mode when an item is mentioned
for which the system can find no matching entry in
its Model. This means that conversational agents
operating in the real world must be pre-loaded with
knowledge of all objects that might be mentioned.
Humans, on the other hand, are adept at accom-
modating reference to items for which they have no
first-hand knowledge [36]. For example, a human
assistant for a circus property manager would have
no problem following an instruction to “Go make
sure Sarah has her tiara” even if he did not know,
until this statement was uttered, that there exists
a tiara which Sarah should have. A conversational
agent, on the other hand, would require pre-existing
knowledge of the tiara in order to even make sense
of this statement.

Traditional spoken dialog agents working in cir-



cumscribed domains can avoid this problem because
in traditional domains, the world that can be dis-
cussed is precisely the world that the computer
agent already knows about. Human conversational
partners calling, say, an airline reservation system
are not allowed to discuss a flight about which the
system has no previous record. Discussions in tra-
ditional spoken dialog systems are precisely about
the current contents of the database for which the
conversational agent is a front-end, and therefore
accomodation is not appropriate in those systems.

In contrast, agents operating in the real world
with all its richness must work in an environment
in which new objects constantly appear and each
agent cannot have comprehensive knowledge of all
objects in the world. Agents operating in the real
world must augment their knowledge of the world
through their conversations as well as through their
own experiences. Therefore the RE understanding
processes that we build for them must allow for ac-
commodation of unknown objects.

5 Future Work

Understanding language produced by partners that
cohabit a shared space introduces many new chal-
lenges. As this paper has attempted to prove, port-
ing RE processing software developed for current
spoken dialog systems to domains involving situ-
ated language will not be a simple or straightfor-
ward task. Much experimental work is needed to
develop the theoretical understanding that will be
required to create computational models to extend
current technologies to address these issues.

We hope that this paper will inspire our research
colleagues to undertake some experiments in the key
areas outlined here. At the OSU computational lin-
guistics lab, we plan to undertake a series of dialog
collection exercises in which human partners per-
form physical tasks together in a shared space, for
example arranging furniture, and then perform the
same task using a 2D representation of the task dis-
played on a computer monitor. The differences in
referring behavior exhibited in the two conditions
should provide the data necessary to get started on
challenges 1, 2 and 3. We urge colleagues working
in different task domains, especially those with op-
erational mobile robots, to make available to the re-
search community their logs containing what users
actually say to the robot. Such data collection and
data sharing could provide much-needed insights
that will enable us to build mobile conversational

agents with the linguistic competence necessary to
handle the situated language tasks that lay ahead.
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